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ABSTRACT 
In this paper we present a multi-modal approach to TV ads classi-
fication by advertised products/services. A bag-of-words repre-
sentation is proposed to discover ad categories-related latent vis-
ual and textual concepts by probabilistic latent semantics analysis 
(PLSA). We use multi-modal concepts to represent ad categories 
in the latent semantics space. In particular, we resort to external 
resources (e.g., a brand list, encyclopedia) to expand sparse tex-
tual information. A semi-supervised co-training is finally em-
ployed to fuse visual and textual features for ad classification. Our 
experiments have achieved promising results in terms of classifi-
cation accuracy and scalability to new ad categories. The resulting 
ad classifiers can be applied to digest ads from TV streams, which 
is useful for TV viewers to manage ads in a positive manner. The 
digested ads can be considered the video-based alert for emerging 
products/services. Thus the reachability and focus of TV ads can 
be improved. 

Categories and Subject Descriptors 

H.3.1 [Information Storage and Retrieval]: Content Analysis 
and Indexing-indexing methods 

General Terms 
Algorithms, Experimentation. 

Keywords 
Video categorization, multimodal analysis, semantics, TV ads. 

1. INTRODUCTION 
A TV ad is a form of advertising in which goods, services, and 
ideas are promoted via the medium of television. Television is 
still one of the most cost-effective media for advertisement. It 
could be reflected by the high prices that TV networks charge for 
ads airtime at prime time, e.g., hot sports events. Essentially, TV 
ad is a kind of informative medium, and the public viewer may 
find useful information about products/services which they do not 
know and might want. In addition, tracing ads by categories of 

advertised products/services from TV streams is interesting for 
competitive marketing research. In the world of satellite and cable 
TVs, the demand for digesting and managing TV ads is evident. 

1.1 Digesting Ads 
Advertisers are facing a serious problem: 82% advertising goes 
unnoticed. Even TV, the most attractive medium for advertise-
ment cannot escape this fate. With the advances of digital TV set-
top boxes, it is desirable to furnish consumers with a TV ad man-

agement system, which is able to automatically classify ads by the 
categories of advertised products/services. As illustrated in Fig. 1, 
given a decent interface, this system may change a TV viewer’s 
passive position. A user can apply positive actions (e.g. search, 
browse, summary) to the ads archive. As advertising in the mass 
media is basically incidental to consumer’s use of the media, this 
system indirectly improve the reachability of TV ads. 
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several months 
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Browse
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Cellular Wireless 
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Figure 1. An application paradigm of digesting TV Ads.

Undoubtedly, the industrial applicability of digesting ads depends 
upon, besides business issues, whether people are willing to 
browse video ads. This point may be attributed to varying degrees 
of relevant and valuable information conveyed to the user. Unlike 
infomercials, the vast majority of brief spots, ranging in length 
from a few seconds to one minute, just brand their product in the 
marketplace amongst potential buyers by a mention of the spon-
sor’s name and some minimal plots while the specific and quanti-
fiable information is insufficient or the presentation is unclear. We 
argue that the digested ads can be considered the video-based alert 
for emerging products/services. When people browse ads and dig 
up an ad’s offer of interest at the moment, they may use a search 
engine like Google search to collect detailed information on the 
public web. Such a cross-media manner facilitates user access to 
more material not seen on television and may keep the viewing 
public in touch with advertised products/services by asking ques-
tions or forum discussions via the public web. 
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In this paper, we address an important issue for digesting TV ads, 
namely, how to classify TV ads by categories of products/services 
in an automatic and extensible manner. 

1.2 Challenges of Ads Categorization 
Ad video is less structured unlike news video and sports video. In 
terms of creativity, it is more like movies in content, design and 
production. Nowadays enormous money is spent on ad production 
to capture the public viewers’ attention with creative story-telling 
videos. This vast expenditure has brought us a number of high-
quality TV ads with the latest technology such as special editing 
effects, the most popular personalities, and the best music. Many 
ads are produced so elaborately that they can be considered as 
miniature movies, say 30 seconds. Undoubtedly, such creative arts 
design has make ad video representation and categorization fairly 
challenging in the context of semantic video analysis.  
One previous approach [7] has transformed the ad categorization 
to the text classification problem, which may fail with less or no 
textual features. The fragile ASR (automated speech recognition) 
and OCR (optical character recognition) techniques often fail in 
extracting informative texts from ads videos. Visual concepts are 
not yet explored to facilitate ad category representation.  

1.3 A Novel Approach to Ads Categorization 
We propose a novel multi-model ad representation by seeking a 
collection of latent visual and textual concepts. Then we classify 
ad videos by the probability distribution of multi-modal concepts. 
To describe the links between ad categories and visual concepts, 
we introduce a so-called video-based bag-of-words model to rep-
resent ad videos for detecting latent visual concepts based on local 
region features. By resorting to external resources, we build a 
comprehensive list of brands, which enrich textual information 
including the fewer nouns and nouns phrases in ASR/OCR scripts. 
The visual and textual concepts are complementary in categoriz-
ing ad videos. In particular, visual concepts are fairly useful when 
informative text is too sparse in some ads; moreover, textual con-
cepts may become indispensable when the distribution of visual 
concepts is diverse. The co-training learning [50] is adopted to 
combine the visual and textual features for classification. Com-
pared with the linear fusion of multi-modal features, the co-
training fusion scheme allows the redundant information across 
views to improve the performance. 

1.4 Contribution 
We summarize the main contributions as below: 

 We propose a novel multi-modal framework to address ads 
categorization by advertised products/services, which can 
elegantly incorporate new ad categories by semi-supervised 
learning. 

 We propose a new representation of ad categories based on 
latent visual and textual concepts. Such concepts are auto-
matically extracted are from ad videos and external sources.  

 We propose to extract latent visual concepts from ad videos 
by extending an image-based bag-of-words representation to 
a so-called video-based bag-of-words representation.  

 We propose a robust text detection scheme to extract brand 
names and other products/services related texts. 

 We suggest the use of a new external resource, brand list, to 
extend knowledge about ad categories. The brand list is built 
by accessing the public web with a web crawler. 

 Compared to the text based ad categorization method [7], 
our proposed multi-modal approach has achieved better 
classification performance and more desirable scalability. 

The rest of this paper is organized as follows. Section 2 introduces 
the related work with ad video analysis. Section 3 discusses the 
proposed ad video categorization framework with semantic con-
cept learning. Then the PLSA algorithm is presented in Section 4. 
The visual concept learning and textual concept learning are pre-
sented in Section 5 and Section 6. The co-training multi-modal 
fusion is introduced in Section 7. Experimental results are re-
ported in Section 8. Finally, Section 9 concludes our work. 

2. RELATED WORK 
2.1 Ad Video Analysis 
Content-based ad video analysis work may include ad detection, 
retrieval, and categorization. Detection and retrieval tasks belong 
to syntactic analysis while categorization task is more semantic.   

Ad detection aims to locate and skip ads in video streams for 
browsing TV programs effectively. Previous approaches on ad 
detection can be classified into three categories: rules-based [18] 
[19], logo-based [14] [15], and learning-based methods [16] [7]. 
Rule-based methods apply heuristic rules to low-level features to 
distinguish ads from general programs. Logo-based methods iden-
tify ads by the presence or absence of station logos. Learning-
based methods attempt to train a binary ad classifier based on 
low-level audiovisual and textual features. The detection of indi-
vidual ads within an ad break is addressed in [7]. Learning-based 
detection methods are more generic and scalable. 

Ad retrieval is to monitor a particular ad from TV streams or vid-
eo databases. Existing ad retrieval approaches have two basic 
categories: frame-based [12] [13] and clip-based [20] [21] [22]. In 
[12], visual features are extracted from key frames and the visual 
similarity is computed to detect repeated ads. In [13], Principal 
Component Analysis (PCA) is applied to select visual features 
extracted from key frames for ad recognition. In contrast, the clip-
based methods attempt to capture unique spatial-temporal features 
from a sequence of frames. In [20], ordinal pattern histograms and 
cumulative color distribution histograms are combined to capture 
the spatial-temporal pattern of ad videos. In [21], color moments 
are used to measure shot-level similarities of ad videos to identify 
new ads. With color moment vectors [21], the hashing technique 
is applied to detect duplicate ads in [22]. 

Ad categorization is to classify ad videos into one of predefined 
classes. In [23], Colombo et al. proposed an approach to semiotic 
analysis of ad videos. They utilized heuristic rules to associate a 
set of perceptual features with four major commercial production 
types, i.e., practical, playful, utopic, and critical. An approach is 
proposed in [7] to classify ad videos by advertised products or 
services. The ad video classification is transformed into the text 
categorization problem. The assumption is that ASR/OCR can 
deliver informative texts about advertised goods. Unfortunately, 
this method is greatly influenced by fragile ASR/OCR techniques. 
The visual information is not yet explored. 



Figure 2. Examples of semantic visual concepts in different ads. More outdoor and road concepts appear in car ads, while more
indoor and hair concepts appear in body care ads. Concept distributions in sample ads are shown in Fig. 6. 

2.2 Semantic Concept Learning 
Semantic concept modeling has been considered an intermediate 
stage of importance in multimedia indexing and retrieval. For 
example, TRECVID’06 [25] evaluated 39 concepts in the task of 
high-level feature extraction. The concepts include objects, loca-
tions, scenes, and people. Towards rich semantics, a vocabulary of 
some 1000 concepts was proposed [26]. 
Learning semantic concept often involves a supervised learning 
over labeled dataset. In our work, the visual and textual concepts 
in ad videos are discovered by PLSA in an unsupervised manner.  
These latent concepts aim to represent the underlying semantics in 
the probabilistic interactions of low level features. Such concepts 
may not have explicit semantic meanings identifiable by people. 
Their role is a kind of intermediate representation. In this paper, 
we compare the effects of both supervised and unsupervised mod-
eling of concepts in ads on categorization. Due to the diverse and 
creative nature of ad contents, it is difficult to predetermine a set 
of appropriate concepts over large-scale datasets based on limited 
observation. But PLSA modeling is able to automatically discover 
the category related latent concepts, which is useful for extension. 

2.3 Text Detection  
Textual source is becoming an important channel in modeling 
media semantics such as scene classification [37], concept detec-
tion [25], and video classification [7]. In general, textual sources 
include the scripts of OCR or ASR, closed caption, and web-
casting text. In the context of ads categorization, OCR plays a 
vital role in parsing the essential information of products/services.  
Commercial OCR software includes ABBYY [38], TopOCR [39] 
and TH-OCR [40]. There are also open source OCR projects such 
as: GOCR [41], WeOCR [42], and Tesseract OCR [43]. Those 
tools mainly extract high-resolution texts with image processing 
technologies. It is unsuitable to directly apply them to detect texts 
from video streams. In particular, various fonts, sizes, alignments, 
and more seriously, complex background and low resolution make 
automatic text detection in a single image extremely difficult, if 
not impossible.  Basically, there are two kinds of approaches for 
text detection in videos: texture base approaches [45, 46] and 
connected component analysis approaches [44, 47]. The first re-
gards text as a special texture and have shown their superior ro-
bustness against complex background. Despite many available 
texture features and classifiers, some drawbacks may deteriorate 
the performance. Firstly, low-level texture features cannot distin-
guish text from non-text perfectly which causes many false alarms. 
The latter connected component analysis approaches use the geo-
metric constraints by heuristic rules to examine potential text 
regions. In the case of complex color texts overlaying on textured 
background, the performance may degrade much. 

3. Overview 
Ad categorization by advertised products/service is challenging 
especially when less or no informative texts can be recovered to 
semantically represent an ad. However, our perception experience 
has revealed that the joint presence of meaningful visual concepts 
(scenes or objects) may hint an ad category, since representative 
scene or objects are often used to provide a visual background or 
put TV viewers in a mood matching advertised items. For exam-
ple, the presence of road scenes may alert an ad of automobiles, 
while the scenes of landscape (like river, beach) or sports often 
signify a healthcare product, as these scenes build an atmosphere 
of tranquility, vigor and healthiness. Fig.2 illustrates the links 
between visual concepts and ad categories. On the other hand, text 
is still critical for communicating advertising messages to con-
sumers. The textual cues can be extended from external resources. 

3.1 Framework 
As illustrated in Fig. 3, we propose a generic multi-model frame-
work to categorize ads by capturing and modeling latent concepts 
to represent ad videos automatically. Through seeking latent con-
cepts, a kind of intermediate features, our approach is robust 
against the variation in low-level features, and improves the dis-
criminability between ad categories with visual and textual fea-
tures. In addition, the modeling of concepts can make use of ex-
ternal images or textual resources. Media extrinsic knowledge has 
been explored to model ad semantics.  
Referring to Fig. 3, we employ PLSA modeling to capture the ad 
category-related concepts from visual and textual features in an 
unsupervised manner. Semantic topics are learnt from expanded 
textual documents while latent visual concepts (objects or scenes) 
are discovered from visual features of key frames in an ad video. 
The textual features are expanded by constructing a comprehen-
sive list of brands based on external resources like manufacture 
websites, Google search and encyclopedia. Finally, we use dis-
covered latent concepts as features to categorize ads videos by a 
SVMs-based co-training fusion scheme. That is, we transform the 
categorization of ad videos into the problem of multi-classes clas-
sification based on the probability distributions of latent visual 
and textual concepts. 

Figure 3. A multi-modal framework of ad categorization. 
 



4. Probabilistic Latent Semantics Analysis  
4.1 Introduction of PLSA  
PLSA was originally proposed as a generative model to discover 
topics from document corpus. As a statistical model, a PLSA 
model attempts to associate a latent variable (or aspect) with each 
observation (occurrence of a word in a document). PLSA models 
have been proposed to identify semantic or thematic relationships 
by capturing co-occurrence information using a simple “bag of 
words” representation of documents in the context of naïve Bayes 
classification. Due to the analogy between “bag of visual features” 
image representations and “bag of words” text representations, 
PLSA has been successful generalized and extended to address 
scene or object categorization [1] [2] [24] by an image-based bag-
of-words model [5]. For example, [3] and [4] proposed to learn 
object categories, and natural scene classification over unlabelled 
training images using the PLSA model with bag of words. 

4.2 Using PLSA to Capture Concepts in Ads 
We introduce PLSA models to automatically discover latent vis-
ual and textual concepts for representing ad videos. Co-
occurrence of local visual features and expanded textual features 
is modeled to represent ad categories in latent semantic space. 
Different from discovering aspects in documents or images, our 
PLSA models work on the bag-of-words representation of videos. 
That is, the PLSA models have to work on local visual features 
and textual features derived from a set of key frames. We use the 
joint probabilistic distribution of latent concepts to represent ad 
categories.  
PLSA modeling of visual and textual concepts is illustrated in Fig. 
4. Given a collection of ad videos , we want to 
represent an ad as a bag of visual words from the visual vocabu-
lary W

1 2, , ..., nC c c c=

1 2, , ...,v v v
v mω ω ω=

W

and a bag of textual words from textual 

vocabulary 1 2, , ...,t t t
v sω ω= ω . The collection of ads is 

 
model Figure 4. Learning latent concepts by pLSA 

 
thus represented by a m  visual co-occurrence matrix n× vM and 
a s n× textual co-occurrence matrix tM . By the PLSA model, we 
can derive unobservable latent visual concepts (aspects or topics) 

 associated with the occurrence of a 

visual word 
1 2( ( vZ∈ = , , ..., ))v v v v v

e e pz z z z z
v
iω  in an ad , and unobservable latent textual con-

cepts . The numbers of latent con-
cepts and are predefined; however, the learning of concepts 
runs in a data-driven manner. According to Bayesian rules, the 

probability of an observation ( ,

jc

1 2( ( , , ..., )t t t t t
e e qz z z z∈ =tZ z

p q

)i jcω  in adopting the latent con-
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k k kz z or z )

k
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Where is the probability of latent concept occurring 

in ad , 

( | )k jP z c kz

jc ( | )i kP zω  is the probability of word ( )v t
i i iorω ω ω   

occurring in latent concept . We can identify the visual/textual 
words belonging to a latent concept by ranking words 
by

kz

( | )i kP zω . In the context of ad categorization, the probabilis-
tic distribution of latent concepts in an ad video is then encoded 
by parameters , which are finally applied to classify ads 
in a semi-supervised manner. 

( | )k jP z c

The PLSA model expresses each ad video as a convex combina-
tion of the aspect-specific distributions of latent concepts. To 
identify ad categories, we try to determine the common latent 
concepts amongst all the ad videos, and decide the mixture pro-
portions for each individual ad video. We estimate the PLSA 
model by the maximum likelihood estimation, and the parameters 
are obtained by maximizing the objective function: 

p

, log ( , )i j i ji j
L M P cω=∑ ∑                                                   (2) 

Where ,i jM is ,
v
i jM  or ,

t
i jM . Expectation Maximization (EM) 

algorithm is applied to maximum likelihood estimation. Regard-
ing EM, readers are referred to [2] for more details. 

5. VISUAL CONCEPT MODELING 
The nature of TV ad design and production exhibits the presence 
of some meaningful visual concepts (scenes or objects) such as 
car, sky, building, face, wall, indoor, outdoor, road, forest, etc. To 
catch attentions of consumers and highlight the offer in an ad, 
such representative visual concepts are often utilized as elements 
to generate storytelling videos by using a geometrical or aesthetic 
configuration. This fact motivates us to consider an ad video as a 
bag of semantic meaningful concepts in terms of scenes or objects. 
Towards ad categorization, an assumption is that each category of 
ads tends to share some common scenes or objects.  

Figure 5. Visual concept learning in ads videos 
 

To model or mine visual concepts in ad videos, we have make an 
extension from the image-based bag-of-words model to the so-
called video-based bag-of-words model. Firstly, shot detection 
[27] is performed. Within each shot, a set of key frames are se-
lected at the minima of a series of average intensities of motion 
vectors. That is, we use a set of key frames to represent an ad. 
Secondly, we extract local regions in key frames and for each 
local region a descriptor is computed as visual feature vectors. 



The modeling of visual concepts in ads resorts to the discovery of 
co-occurrence patterns from a large number of local region de-
scriptors. Finally, we may use supervised algorithms to train vis-
ual concept classifiers or use unsupervised algorithms to mine 
latent visual concepts. 

5.1 Visual Concept Representation 
Within a key frame of an ad video, we want to extract local visual 
features. Local features have been shown to be powerful for their 
invariance to occlusions and viewpoints [30]. In this work we 
extract local regions by random sampling, Harris [31], and SURF 
[29], respectively. The Harris detector locates corner-like regions, 
and the SURF detector extracts blob-like regions. We employ the 
128-dimensional SIFT descriptor [28] to compute a gradient ori-
entation histogram for each local region. The region descriptors 
are quantized according to the nearest neighbor rule. Subsequently, 
a visual vocabulary is constructed by applying K-means clustering 
to all the local descriptors extracted from training images, and 
those means remain as visual terms. Small clusters are pruned out 
as noises. Finally, each ad video can be represented as a collection 
of visual words.  

Rather than Euclidean distance, 2χ -distance is used to measure 
the distance between SIFT vectors. Euclidean distance calculates 
the absolute differences between bins. If the absolute bin differ-
ences are small, the distance is small, even when bin differences 
are much larger than real bin values. In contrast, 2χ -distance 
considers the relative value of bin differences to real bin values. 

5.2 Learning Visual Concept 
To explore the role of visual concepts in representing ads, we 
employ two learning strategies: 1) learning predetermined con-
cepts in a supervised manner; and 2) learning latent concepts by 
applying PLSA modeling to the bag-of-words representation of ad 
videos. As shown in Fig.5, predetermined concepts are detected in 
each key frame and the histogram of concepts is used to represent 
ads. In contrast, the latent concepts are autonomously learnt with 
PLSA. The probability distribution of latent concepts is used to 
represent ad videos for classification purposes. 

5.2.1 Learning predetermined visual concepts  

Figure 6. Visual ad concepts histogram in a car ad
“BMW” and in a body care ad “VS”.  

The selection of predetermined visual concepts is based on our 
empirical observation over four ad categories including car, body 
care, phone, and credit card. The manually constructed visual 
semantic space comprises 12 concepts, which are summarized in 
three categories as: 

 People (face, hair). 
 Place (indoor, outdoor, road, office, sky, water, building). 
 Object (car, phone, credit card). 

With the bag-of-words model, we employ SVMs to complete a 
series of binary supervised learning of concept classifiers expect 

human face. The face detector in [32] is applied to detect faces. 
To detect the concepts of phone and credit card, we utilize the 
sift-based object detection algorithm in [9]. For other 9 concepts, 
we train 9 SVMs-based binary classifiers. A shot of an ad video 
could present more than one concepts. For example, “outdoor”, 
“road” and “vehicle” may appear in a shot. The learning of prede-
termined concepts considers all the key frame of a shot. 
To capture the co-occurrence statistics of visual concepts within 
an ad category, we consider the soft outputs of SVM classifiers. 
Refer to Fig. 6, we normalize the histogram representation of 
visual concepts at the shot level within an ad video as: 

( ) ( )0 1 0
( ) ( )m

i ijj k j
P c s s

= = =
= ∑ ∑ ∑ kj                                    (5) 

Where is the joint probability of visual concepts appearing 
in ad videos, m is the total number of visual concepts and 

( )iP c

12m = . is the soft output of the i th concept in the th shot, 
i.e., the maximum probability output amongst key frames. The 
normalized histogram is used as feature vectors of ad videos. 

ijS j

5.2.2 Learning latent visual concept with PLSA 
Without prior knowledge, a bag-of-word model of ad videos is 
constructed by PLSA to learn latent visual concepts. PLSA mod-
eling is utilized to autonomously extract latent concepts for ad 
category representation. Such an unsupervised manner does not 
require data labeling, which renders desirable scalability. 
Below we describe the bag-of-words representation of ad videos 
involving key frames, visual words and latent concepts. Each ad 
video is considered a collection of  shots containing key frames 

1 2, ,..., lK k k k=  featured by visual words 1 2, ,...v v v
v mW ω ω ω=  

from a learnt visual vocabulary. We have the visual co-occurrence 
matrix vM with ( , )v v

ij i jM n cω= , where is the occur-

rence number of visual word 

( , )v
i jn cω

v
iω in ad video jc . Different from 

learning predetermined concepts, the unobservable category-
related latent concepts z z are thus de-
termined by the PLSA model. Referring to Eq.1, the conditional 
probabilities can be used to 
represent ad videos in the latent semantic space characterized by 
the visual concepts

1 2( , ,..., )v v v v v
e e pZ z z z∈ =

( | ), ( | ),..., ( |v v v
j j pP z c P z c P z c

v

1 2{ )}j

1 2{ , ,..., }v v v
pz z z . According to Bayesian rules, 

a visual word is represented in the latent semantic space by a pa-
rametric formula ( | ) ( ) ( | ) / ( )ik i k i kP z P z P z Pω ω ω= . Visual 
words associated with similar semantics are often generated by 
one latent concept, while a visual word with multiple semantic 
meanings can receive higher generative probabilities from more 
than one related concepts.  Finally, an ad jc is represented as: 

( ( ) ( ) ( ))1 2( ) | , | ,..., |v v v
j j jc P z c P z c P z cϕ = p j                       (6) 

6. TEXTUAL CONCEPT MODELING 

Figure 7. Examples of FMPI images.  



Textual cues are useful complements of visual cues. With textual 
features only, the ads classification is reduced to the problem of 

text categorization [7]. Likewise, we derive texts from ASR/OCR 
and external resources but we aim to learn textual concepts of ads. 

6.1 Extracting Texts from Videos 
In [7] a uniform sampling is employed to select frames for OCR. 
Dense sampling is expected to secure sufficient textually informa-
tive frames. But such a brute force manner is prohibitive as OCR 
consumes enormous computation. Hence, we utilize Frame 
Marked with Product Information (FMPI) [7] to locate those key 
frames visually embedded with clear product information from ad 
videos as indicated in Fig. 7. 

Figure 8. A three-tier strategy for video text detection 
The names of advertisers or products/services can appear in either 
scene text or overlay text. Their appearances may be accompanied 
by special effects or partial occlusions. In order to efficiently and 
robustly detect text, we present a three-tier verification strategy as 
illustrated in Fig. 8.  

6.1.1 FMPI shot detection 
FMPI images are used to highlight the offers in ads. Referring to 
Fig. 7, an FMPI image can be dealt as a kind of document image 
involving graphics (e.g., corporate symbols, logos), images (e.g., 
products, setting and props), and texts (e.g., brand names, head-
lines or captions and contact information).  FMPI has been used to 
detect each spot’s boundaries [7]. We employ a well-trained FMPI 
recognizer to determine shots containing FMPI images for OCR. 

6.1.2 Coarse detection 
This tier is to detect candidate textboxes. Given an FMPI image, 
we generate its binary edge map, followed by a pixel by pixel 
scanning with a sliding window. If the number of edge pixels in a 
window is above a threshold, all edge pixels in this window are 
regarded as foreground. To detect text of large font, we employ a 
4-level image pyramid with scales of [1, 0.7, 0.4, 0.25].The results 
at each pyramid level are mapped to the original image and those 
overlapped foreground are merged. Connected Component Analy-
sis (CCA) [47] is then conducted to localize candidate textboxes.  

6.1.3 Textbox refinement and texture verification 
A significant attribute of textboxes is the polarity. Let P (T) = 1 
denote the textbox T is dark on a light background; otherwise, P 
(T) = 0. The refinement stages include: (1) determining the polar-
ity of a textbox; (2) eliminating some false alarms; and (3) adjust-
ing the boundaries of textboxes to fit the actual text regions. Fig. 9 

shows examples of polarity estimation and the results after re-
finement. 

           (a)                                                    (b) 

           (c)                                                    (d) 
Figure 9. Examples of polarity estimation. (a) and (c) are
original textboxes, (c) and (d) are the results after refinement.

Unfortunately, edge density features in the coarse detection phrase 
cannot work well in the case of background possessing fairly 
dense edges. In the texture verification, we thus apply the success 
of local binary pattern (LBP) [6] in face detection and recognition 
to the binary classification of true text and background texture. In 
our preliminary experiments, we choose the 59-dimensional LBP 
operator for such texture classification with k-means. 

6.1.4 Multi-frame verification and enhancement 
Multi-frame based processing is to remove noise and enhance text 
with temporal constraints as single-frame based verification does 
not excel in removing background noise. In addition, those scene 
texts appearing for few frames only, are less useful as they are 
more difficult to recognize than artificial captions. Therefore we 
use multiple frames to perform verification as follows. If textbox 
T1 and T2 derived from different frames are similar in terms of 
size and position, we execute textbox refinement and obtain two 
binary images B1 and B2. If the difference between them is below 
a threshold, T1 and T2 are considered the same video text. A cap-
tion lasting for at least three consecutive frames is acceptable. 
FMPI images often exhibit high contrast between background and 
text, which is advantageous for extracting text in ad videos. With 
the polarity of textboxes derived from refinement, we perform 
MIN and MAX operations to weaken the background so as to en-
hance the contrast. For textbox T, if P (T) = 1, then MAX is ap-
plied to all the gray-scale images containing T; if P (T) = 0, then 
MIN is applied. Fig. 10 shows the text enhancement for “HYUN-
DAI” detection with MIN operation. 

(a) (b)
Figure 10. An example of multi-frame text enhancement.  

Figure 11. Examples of text extraction from ad videos: (a) and 
(b) are FMPI images from car ad and body care ad; (c) and (d)
are binary images after the coarse-to-fine detection.

           (c)                                                            (d) 

           (a)                                                           (b) 

 



6.1.5 Text detection and recognition 
Finally, we binarize the resulting textboxes and feed them into an 
OCR engine [40]. For each textbox, we first binarize it according 
to its polarity, and then remove distinct non-text components by 
constraints in refinement. Example results are shown in Fig. 11. 

6.2 Extracting Textual Features 

 

Category 
Name 

Logo Domain 
English Chinese 

car 

Hyundai 现代 
 

hyundai-
motor.com 

Toyota 丰田 
 

toyota.com 

Ford 福特 
 

ford.com 

phone 

Nokia 诺基亚 
 

nokia.com 

Motorola 摩托罗拉  motorola.com 

Philips 飞利浦 
 

philips.com 

Body 
care 

Avon 雅芳 
 

avon.com 

Rejoice 飘柔 
 

pg.com 

LUX 力士  unilever.com 

Credit 
card 

Citibank 花旗 citibank.com 

HSBC 汇丰 
 

hsbc.com 

UBS 瑞银 
 

ubs.com 

Table 1. An example of brand list. 
 

With OCR we obtain words or characters. ASR scripts are derived 
by ViaVoice software [35]. Despite the low recognition rate from 
noise and background music, ASR scripts contain more or less 
words related to ad categories. Spell checking and correction are 
applied to those erroneous raw scripts. Subsequently, nouns and 
noun phrases are extracted by a natural language processor [33]. 
For Chinese words, we use ICTCLAS [10] to extract nouns and 
translate them into English by Google translator [17]. The nouns 
and noun phrases are expanded for more domain terms by Word-
Net 2.1 [34]. Stop word removal and Porter stemming are applied, 
followed by a text-vector representation for ads. 

6.2.1 Brand list 

Figure 12. Words expansion by Google.  

Figure 13. Words expansion by Wikipedia.  
Brand names and logos are important indicators of ad categories. 
We build up a brand list (with both Chinese and English names) 
from the public web [48] and Google as an example listed in Ta-
ble.1.This list comprises such items as ad category, brand name, 
logo, and domain. The logos are detected by applying the logo 
detector in [9] to FMPI shots. To obtain informative articles, we 
may perform expansion by Wikipedia [8], Google search, and 

some domain websites. For example, the expanded documents for 
“NOKIA” in Fig. 12 and Fig. 13. Such informative documents 
generate textual features in TV ad videos for probabilistic latent 
textual concept learning.  

6.3 Learning Textual Concepts with PLSA 
With the words from OCR/ASR scripts and the expanded words 
from external sources, the Okapi BM25 relevance scoring formula 
[49] is used to generate a text-vector for representing an ad. 

( )1

0.5log
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                                      (7) 

Where stf is the term frequency that word t occurs in expanded 

documents, two constant factors  and are empirically set to 
2.0 and 0.75, respectively. N is the total number of documents, 
and n  is the number of documents containing at least one occur-
rence of word t , is the length of documents and avdl  is the 
average length of documents. 

1k b

dl

Likewise, PLSA is utilized to model the latent semantic space for 
ads documents. The latent concepts z z  

are consequently formed to represent the commercial video 
1 2( , ,..., )t t t t t t

e e qZ z z z∈ =

jc  as:                         

( ) ( ) ( )( )1 2( ) | , | ,..., |t t t
j j j qc P z c P z c P z cφ = j                        (8) 

7. FUSING MULTIMODAL CONCEPTS 
Based on the visual and textual concepts, we represent an ad by 

( ) ( )( ),j jc cϕ φ according to Eqs. (6) & (8). We resort to the 

slightly modified co-training method [11], a multi-view semi-
supervised learning algorithm, to combine multimodal concepts. 
By considering the issues of early or later fusion [36], we have 
tried three combination strategies: 1) directly applying one SVM 
to visual and textual concepts; 2) applying two SVMs to visual 
and textual features, respectively, and then linearly combine the 
soft outputs of two classifiers; and 3) employing SVMs based co-
training. 
As shown in Fig. 14, the modified co-training approach is to sepa-
rate the prediction of initial classifiers and the prediction using 
additional unlabeled data into different classifiers for improving 
the performance. For each view and , the classifier vV tV vf and  

is first initialized by learning a few labeled examples . Then 
two separate classifiers from each view will be learned solely 

from the unlabeled data. Finally all four classifiers 

tf aL

vf , tf , vf ′ , 

and  tf ′  will be weighted combined based on the validation data. 

With aid of the validation set , the algorithm detects that much 
benefit can be achieved from the unlabeled data without hurting 
the performance of initial classifiers. Our experimental analysis 
also reveal that the co-training using cross-view feedback strategy 
is usually superior to the co-training using multi-view feedback 
strategy, though the latter can produce more labeled data per itera-
tion. By considering textual and visual concepts as two views 
from different models, the final classifier is generated after 4 it-
erations. For each iteration, we select the rest unlabeled data as 
much as 25% of training data.  

wL



 
Figure 14. A slightly modified co-training algorithm 

8. EXPERIMENT 
8.1 Selection of Ad Categories 
Our experimental ads data are extensively collected from TREC-
VID’05 & ’06 news corpus and several Chinese TV channels. We 
collect in total 406 distinct ones including 191 distinct English 
ones used in [7]. All the ad videos are in MPEG-1 format (29.97 
fps, 352 × 240). By their advertised products/services, such 406 
ads are distributed in 8 classes, i.e., Automobile, Finance, Health 
care, IT, Food, Beauty Products, Furniture, others. For evaluation 
purposes, we further form 4 sub-classes: car, credit card, body 
care and phone, which belong to Automobile, Finance, Health 
care, and IT, respectively, each sub-class having 50 ads. 
The selection of experimental categories considers three factors: 
percentage distribution, closeness to our daily life, and of course 
algorithm evaluation. We first select five major categories (i.e. 
Auto, Finance, Health, IT and Food) of interest to consumers. We 
compare our approach with an earlier work [7], which could be 
the first attempt to address ads classification by advertised prod-
ucts/services. It is worthy to note that Food cannot be addressed in 
[7]. To evaluate the generalization properties, we further extend 
categorization to four sub-classes from four major categories.  

8.2 Results of Predetermined Visual Concepts 
To explore the role of visual concepts in ads classification, we 
explicitly model 12 semantic concepts including indoor, outdoor, 
road, office, sky, water, building, car, phone, credit card, face, and 
hair. The learning of these scenes and objects completely resorts 
to external image resources comprising public databases such as 
TU Darmstadt, UIUC car, VOC 2006, Caltech and MIT-CSAIL, 
and some images collected from Google search. The training data 
size of each concept ranges from 400 to 1000 images. Concept 
detection is applied to key frames of an ad video. Given an image, 
each concept classifier has a probability output to determine the 
presence of a concept. Note that not each key frame can be classi-
fied into one of 12 concepts, and a key frame can be classified 
into multiple concepts. Fig.15 shows the detection results over our 
ads dataset. Note that eight visual concepts, i.e., indoor, outdoor, 
sky, road, car, office, building, and water, are also included as 
high-level features in TRECVID’06. Promising results are ob-
tained in ad video domain. 
In our experiment, some 600 local regions are extracted from a 
key frame. SIFT descriptors [28] are utilized to represent the re-
gions. The codebooks are learned by applying k-means to the 
descriptors of local regions over training images. Small clusters 
are removed. A separate codebook comprising 240 to 350 visual 
words is formed for each visual concept. 

Figure 15. Detection accuracy of 12 visual concepts  

8.3 Results of Ads Categorization  
We first use visual or textual concepts individually to classify ads. 
Then we try the combination of visual and textual features. In 
terms of visual concepts, we compare two learning schemes, i.e., 
supervised and unsupervised, to show the feasibility of automatic 
concept mining in the context of ads classification. We perform 
experiments over four sub-classes, followed by five major classes. 

8.3.1 Using predetermined visual concepts 

Figure 16. Confusion matrixes of ad categorization with visual
concepts: (a) using predetermined visual concepts; (b) using
latent visual concepts. 

(a) (b) 

 
With 12 visual concepts, we use SVMs to train ads classifiers. For 
each ad category, we use a histogram to represent occurrences of 
visual concepts for each training ad. The histogram is fed into 
SVMs to train a binary classifier. A linear kernel is applied. For 
each ad category, we randomly choose 20 ads as training data, and 
others as testing data. The averaged classification accuracy from 
three random data partitions is used to measure the performance, 
which applies to subsequent experiments over four sub-classes. A 
confusion matrix is shown in Fig.16 (a), the  axis is the ground 
truth of ad categories, and the  axis is the classification results. 
The overall performance is measured by averaging diagonal en-
tries of the confusion matrix. Fig.16 (a) shows the results by pre-
determined visual concepts. We can see that car and body care 
have achieved better accuracies of 80% and 90%, while phone 
and credit card have lower accuracies of 72.5% and 55%. The 
best performance of body care is due to the distinct pattern domi-
nated by frequent occurrences of faces, hairs, water, and indoors 
in videos. The confusion between phone and credit card is due to 
a good few similar scenes between them. The promising results 
have shown the feasibility of representing ad categories with vis-
ual concepts. 

Figure 17. Performance of ad categorization with different
number of visual words and latent visual concepts. 

 



8.3.2 Using latent visual concepts 
To extract latent visual concepts, we determine some 600 local 
regions from a key frame of an ad. After applying k-means clus-
tering to randomly chosen training ads for each category, we build 
up a vocabulary . We evaluate the performance under different 
parameters, i.e., the number of visual words  in the vocabulary 
and the number of latent visual concepts . As shown in Fig.17, 
with visual words and  latent visual concepts, 
we achieve the best results. Compared to the results in Fig. 16 (a), 
Fig. 16 (b) shows that using latent visual concepts has achieved 
competitive performance, i.e., 82.5% and 85% in car and body 
care, and even better performance in phone and credit card with 
the accuracies of 75% and 70%. 
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8.3.3 Using latent textual concepts 
We first present the text detection results in ads. As a preliminary 
stage, the performance of FMPI recognition is F1 = 90.2% in our 
experiments. We use the numbers of total textboxes (TB) and 
detected ones (DTB) to evaluate the performance of detection. In 
order to reveal the effect of the multi-stage verification strategy, 
we count the false alarms after coarse detection (FA1), textbox 
refinement (FA2) and texture verification (FA3), respectively. 
Table 2 lists the results. False alarms are reduced greatly. 

Table 2. Results of text detection 
Data  TB DTB FA1 FA2 FA3 

Train set 7270 7123 3951 356 5 

Test set 15028 14759 8037 917 21 
 

(a) (b) 

Figure 18. Confusion matrixes of ad categorization with
textual concepts: (a) using ASR/OCR scripts; (b) using
ASR/OCR/Brand list.  

We compare the results by using textual features extracted from 
OCR/ASR and OCR/ASR/Brand list. A word vocabulary with 
253 words is built up, and the number of latent textual concepts is 
set to . Two confusion matrixes are shown in Fig. 18. The 
performance improvement can be found with the addition of 
brand list for ad representations. The performances of car and 
phone are improved by 15% and 21%, respectively. The perform-
ance of body care and credit card are improved by 4.3% and 
10.5%. With OCR/ASR/Brand list, the best accuracies are 45%, 
72.5%, 65%, and 52.5% for car, body care, phone, credit card.  
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8.3.4 Fusing multi-model latent concepts 
As introduced in Section 7, we employ three kinds of combination 
strategies. Classification performances are evaluated as listed in 
Fig. 19. The weights 1ω and 2ω for linear combination are set 
equal in the experiments. The results by different fusion methods 
are slightly different. The co-training fusion has achieved the best 
performance of 86.7% (car), 93.3% (body care), 90% (phone), 
and 76.7% (credit card). Fusing multi-modal concepts has greatly 
improved the results. Promising performance reveals our ap-
proach's applicability.  

8.3.5 Using multi-modal latent concepts over five 
major categories and comparing with an early work 

Figure 19. Confusion matrixes of ad categorization by fusing
three kinds of multi-modal features. (a) directly applying one
SVMs to multi-modal features; (b) applying two SVMs to
visual and textual features, respectively, and then linearly
combine the soft outputs of two classifiers;(c) using co-training.

(a)

(c)

(b)

  Car Body 
care Phone Credit 

card 
Car 26 0 2 2 

Body care 0 27 1 2 
Phone 1 1 26 2 

Credit card 2 5 2 21 

  Car Body 
care Phone Credit 

card 
Car 26 1 1 2 

Body care 0 28 1 1 
Phone 1 0 27 2 

Credit card 2 4 1 23 

  Car Body 
care Phone Credit 

card 
Car 22 1 2 5 

Body care 0 28 1 1 
Phone 3 2 21 4 

Credit card 3 5 2 20 

 
We reuse the dataset in [7] and compare our multimodal approach 
with the text-categorization method [7]. For each category, half of 
the ads are randomly selected to mine the latent visual and textual 
concepts in an unsupervised manner. For IT, five ads are used for 
training. The results are listed in Table.3.The overall accuracy has 
reached up to 77.2%, which outperforms the accuracy of 72.5% in 
[7] by external proxy articles. And it is even comparable with the 
accuracy (79.7%) with manually recorded speech transcripts in [7].  
Unfortunately, only 5 IT ads can be used for training and few 
training samples reduce the discrimination ability for IT category. 
More training samples are expected to improve its performance. 
In particular, the major category Food cannot be addressed well in 
[7] as it is not easy to collect corpus matching food topic while 
Food ads are closely related to our daily life. The topic mismatch-
ing can lead to bad results. The topic mismatching and the lack of 
topic-wise documents have rendered the previous approach less 
extensible and scalable for diverse ad categories. In contrast, the 
unsupervised latent multimodal concepts mining has furnish our 
approach with more extensibilities and flexibilities when a new ad 
category is requested by consumers. For example, we have 
achieved a promising accuracy of 84.6% for challenging Food.  

  Auto Finance Health IT Food 
Auto 19 1 1 1 0 
Finance 2 14 2 1 1 
Health 0 1 23 0 1 
IT 0 0 1 2 0 
Food 0 1 2 0 11 
Count 21 17 29 4 13 

Table 3. Confusion table over five major categories 

 

8.4 Results of Ads of “Event” Category 
In particular, we consider a special type of ads, “Event”. An event 
ad is meant to repeatedly alert the public viewer for important TV 
programs or activities like sales, concerts, election campaign, etc. 
Such Event ads are fairly informative and useful. But it is difficult 
to manually seek common visual and textual semantic concepts 



amongst “Event” ads. We collect 40 event ads from TRECVID’06 
and some Chinese channels to evaluate the extensibility of our 
approach over this challenging category. Against 200 ads of sub-
classes, the classification accuracy of Event ads has reach up to 
75% by half training and half testing. The promising result has 
again revealed our approach’s generalization properties, which is 
desirable for user customization to match their interest profiles. 

9. Conclusion and future work 
We have proposed a multi-modal approach to TV ads classifica-
tion by advertised products/services. Promising results have dem-
onstrated the usability and scalability of our scheme in digesting 
ads. Although our experiments consider a limited set of ad catego-
ries, the unsupervised learning of latent concepts enables users to 
elegantly extend classification to more ad categories matching 
their interest profiles. 
We have extended the bag-of-words model to represent ad videos. 
PLSA modeling has been employed to construct latent semantic 
space from ASR/OCR scripts and external textual resources. Ad 
categories are represented in the semantic concept space. A co-
training leaning approach is used to fuse visual and textual con-
cepts. Such a semantic modeling manner has outlook in adapting 
to new content domains. In addition, the robust video text detec-
tion scheme can be applied to other domains like news and sports. 
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