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Abstract In this paper, we propose a hierarchical Bayesian
model, an improved hierarchical Dirichlet process-hidden
Markov model (iHDP-HMM), for visual document analysis.
The iHDP-HMM is capable of clustering visual documents
and capturing the temporal correlations between the visual
words within a visual document while identifying the num-
ber of document clusters and the number of visual topics
adaptively. A Bayesian inference mechanism for the iHDP-
HMM is developed to carry out likelihood evaluation, topic
estimation, and cluster membership prediction. We apply the
iHDP-HMM to simultaneously cluster motion trajectories
and discover latent topics for trajectory words, based on the
proposed method for constructing the trajectory word code-
book. Then, an iHDP-HMM-based probabilistic trajectory
retrieval framework is developed. The experimental results
verify the clustering accuracy of the iHDP-HMM and trajec-
tory retrieval accuracy of the proposed framework.
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1 Introduction

Motion information plays an important role in determining
the semantic contents of videos. Object motion analysis and
behavior understanding are the keys for developing the index-
ing structures for video retrieval. Object trajectories, which
contain rich spatiotemporal and semantic information, are
often used to represent motion characteristics of objects in
video sequences. It is popular to model object motion trajec-
tories to index and retrieve motion events in videos.

In trajectory modeling and retrieval systems, there are the
following main desiderata:

• Both temporal and spatial structure of trajectories are
used.

• The number and definition of trajectory categories are
learnt automatically from a corpus.

• Constituent parts and patterns within trajectories are
shared between categories, for efficiency and improved
learning.

• Pattern discovery within trajectories and category for-
mation are jointly optimized for improved learning and
retrieval performance.

• Inference, including trajectory retrieval, should be effi-
cient, e.g., avoiding exhaustive search through a database
of trajectories.

Although there is much work on trajectory modeling and
retrieval, there is still no algorithm which can simultaneously
deal with all these desiderata (see more details in Sect. 2.1).
We develop a trajectory-based video retrieval framework
which complies with the above five desiderata, by developing
a new hierarchical Bayesian model: an improved hierarchical
Dirichlet process-hidden Markov model (iHDP-HMM).
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Fig. 1 The architecture of our
video retrieval framework
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The architecture of our framework for trajectory mod-
eling and retrieval is shown in Fig. 1. In the framework,
we establish a Bayesian model-based probabilistic retrieval
mechanism which includes the offline learning stage and
the online retrieval stage. In the offline learning stage, a set
of object trajectories is extracted using an existing tracking
method. In order to characterize time-varying information
on trajectories, we segment each trajectory into several sub-
trajectories. Each sub-trajectory is represented using a feature
vector. We propose a method for constructing a sub-trajectory
word codebook by applying a vector quantization technique
(Linde et al. 1980) to all the sub-trajectories in the trajectory
set where a cluster of sub-trajectories forms a visual word.
Then, each trajectory is represented as a word sequence. A
hierarchical Bayesian model is subsequently applied to the
word sequences, and several trajectory clusters are learnt.
Effective models for trajectory patterns are constructed dur-
ing the process of trajectory clustering, to obtain more accu-
rate results than first clustering trajectories and then mod-
eling trajectory patterns. The hierarchical Bayesian model’s
parameters for each trajectory cluster are used to index this
cluster. In the online retrieval stage, a sketch-based scheme
is used to represent a user-specified query in order to retrieve
trajectories of any shape specified by the user. A probabilistic
retrieval mechanism is constructed to search for the desired
videos.

Hierarchical Bayesian models for word-document style
analysis, such as hierarchical Dirichlet process (HDP) (Teh
et al. 2005, 2006) and latent Dirichlet allocation (LDA) (Blei
et al. 2003), are widely used in visual data learning. We
carry out word-document style analysis on trajectory sets. A
visual word sequence representing a trajectory is treated as a
document. This paper develops a new hierarchical Bayesian
model, namely an iHDP-HMM, which is able to simultane-
ously identify the number of document clusters and the num-
ber of topics adaptively, capture the temporal correlations
between the words in each document, and model document
clusters in an unsupervised way. The iHDP-HMM overcomes
the limitations of the existing HDP which can cluster docu-
ments but cannot capture the temporal correlations between
the words in documents and also the limitations of the

existing HDP-HMM which can capture the temporal cor-
relations between the words in documents but cannot cluster
documents (see more details in Sect. 2.2). A Bayesian infer-
ence mechanism for the iHDP-HMM is proposed to evaluate
the likelihood, estimate topics, and predict cluster member-
ships. In our framework, this inference is used to retrieve
trajectories.

The remainder of the paper is organized as follows: Sec-
tion 2 briefly reviews related work. Section 3 presents the tra-
jectory representation method. Section 4 briefly introduces
the HDP and HDP-HMM. Section 5 proposes our iHDP-
HMM. Section 6 describes our iHDP-HMM-based method
for trajectory retrieval. Section 7 demonstrates the experi-
mental results. Section 8 summarizes the paper.

2 Related Work

In the following, we first review the current methods for tra-
jectory modeling and then review existing methods for the
hierarchical Dirichlet process, in order to put our work into
context.

2.1 Trajectory Modeling

Trajectory modeling can be applied in many research
domains, such as visual surveillance and hand-writing recog-
nition. In a surveillance context, object trajectories are
obtained by tracking moving objects, and then modeled and
analyzed to detect anomalies or predict activities, etc. In
online hand-writing recognition (Liu et al. 2004), the tra-
jectories of pen tip movements are recorded using a pad
with sensors, and both temporal stroke information and spa-
tial shape information are analyzed to identify the linguistic
information expressed.

Trajectory representation and matching (Shim and Chang
2000; Vlachos et al. 2006) are key tasks in trajectory model-
ing. Chen et al. (2004) presented a trajectory representation
in the form of a string of symbols. The symbols are obtained
by quantizing the different parts of the trajectories. Bashir et
al. (2004) employed the affine-invariant Fourier descriptor to
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represent a trajectory. Chen et al. (2005) proposed an edit dis-
tance, which is robust to noise, shift, and scaling, for match-
ing trajectories. Little and Gu (2001) used a polynomial-
based curve fitting technique to represent spatiotemporal
motion information on a trajectory. Liu and Zhou (2006)
used curve-fitting-based nonlinear normalization and direc-
tion feature extraction to carry out online hand-writing recog-
nition. Dimitrova and Golshani (1995) utilized chain coding
to represent object trajectories. Sahouria (1997) applied a
wavelet transform with a Haar basis to analyze an object
trajectory’s spatiotemporal information in multi-scales. Naf-
tel and Khalid (2006) used the discrete Fourier transform
(DFT) coefficients to represent trajectories. Ma et al. (2009)
proposed a compact representation of multi-object motion
trajectories based on 3-D tensor subspaces. Keogh and Paz-
zani (2000) used a modification of dynamic time warping
(DTW) to measure the similarities of trajectories. Bashir et
al. (2007) proposed a principal component analysis (PCA)-
based algorithm to model trajectories. Vlachos et al. (2002)
used the longest common subsequence (LCSS) algorithm to
measure the similarities between trajectories. Hsieh et al.
(2006) divided trajectories into several small segments and
coded each segment using a semantic symbol. A distance
measure which combines the edit distance and the visual
distance was exploited to determine similarities between
trajectories. Piotto et al. (2009) proposed an algorithm for
the syntactic description and matching of object trajectories
in videos. Different trajectory representation and matching
methods have their own merits and limitations. For exam-
ple, in contrast with point-based trajectory presentation, the
parameterized trajectory representations substantially com-
press the trajectories, and they are even more effective for
trajectory similarity estimation and clustering. The merits of
the Euclidean distance-based methods are that they are sim-
ple, non-parametric, very fast, and easy to code. However,
they are not robust to noise or to distortion along the time
axis. The merit of the DTW distance is the ability to toler-
ate temporal misalignments, so as to allow for time warps,
such as stretching or shrinking a portion of a sequence along
the time axis, and for differences in length between time
series. Its limitations are that it requires continuity along the
warping path, and it is unable to find trajectories that have
similar shapes but with dissimilar gaps in between. The PCA
distance yields more accurate results and has a lower compu-
tational cost due to its compact representation. However, it is
also sensitive to noise, like the Euclidean distance. The LCSS
distance is more robust to noise and outliers than the DTW
distance because not all points need to be matched. How-
ever, it allows gaps of various sizes to exist between similar
shapes in the trajectories. It is difficult to set the two parame-
ters for the LCSS distance estimation. The DTW and LCSS
distances require more runtime than the Euclidean distance
and the PCA distance.

More recent work on trajectory modeling focuses on
learning trajectory patterns via trajectory clustering (Mor-
ris and Trivedi 2008). Atev et al. (2010) clustered vehi-
cle trajectories using a Hausdorff distance-based trajectory
similarity measure. Naftel and Khalid (2006) clustered tra-
jectories using a self-organizing map (SOM) in the DFT-
coefficient feature space. Saleemi et al. (2009) modeled
motion patterns of objects using a multivariate nonparametric
probability density function defined on the object locations
and the transition times between them. Morris and Trivedi
(2008) learned the normal motions in a scene in an unsu-
pervised way. The spatiotemporal motion characteristics of
the trajectories were encoded by a hidden Markov model.
Veeraraghavan and Papanikolopoulos (2009) proposed an
algorithm for learning sequenced spatiotemporal activities
represented by the trajectories and modeled by stochastic
context-free grammars. Johnson and Hogg (1996) used two
competing neural networks connected by a leaky neuron
layer to model the probability distribution of flow vectors
and the trajectories. Alon et al. (2003) employed a finite
mixture of HMMs to learn motion data using the expectation-
maximization (EM) algorithm. Jung et al. (2008) carried out
event detection using 4-D histograms extracted from trajec-
tory clusters. Wang et al. (2006) presented a method for learn-
ing semantic scene models using trajectory clustering. In our
previous work (Li et al. 2008), the Dirichlet process mixture
model (DPM) was first applied to trajectory clustering. Then,
a time-sensitive DPM (tDPM) was applied to model motion
patterns for each trajectory cluster. Compared with our work
in this paper, the work in Li et al. (2008) has the following
limitations:

• Trajectory clustering and pattern modeling were carried
out sequentially, rather than in parallel. This sequential
approach simplifies the task of clustering and modeling
trajectories, however information on the trajectories is
inevitably lost, which reduces the accuracy of trajectory
clustering and modeling.

• The temporal correlations between trajectory segments
were not used in trajectory clustering, although they were
used for trajectory pattern modeling.

• Visual topics in trajectories are discovered during the tra-
jectory modeling, however they are not shared among dif-
ferent clusters, i.e. each cluster has its own visual topic
set.

Although the existing trajectory clustering and modeling
techniques solve a variety of specific problems in trajectory
analysis, they still have limitations. Table 1 summarizes the
extent to which the previous trajectory modeling techniques
satisfy the five desiderata stated above. The limitations of the
previous techniques are clearly shown. In contrast, our work
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meets all five of the desiderata for clustering and retrieving
trajectories.

2.2 Hierarchical Dirichlet Process

Hierarchical Bayesian models are capable of modeling topics
and interactions in the corpus of documents including visual
documents found in particular applications. These models
have been applied to many problems in pattern recogni-
tion and computer vision, such as scene categorization (Li
and Perona 2005; Wang et al. 2006; Kivinen et al. 2007),
object recognition (Sivic et al. 2005), human action recog-
nition (Niebles et al. 2008), object picture collection (Li et
al. 2007), activity perception (Wang et al. 2007), and motion
segmentation (Jian and Chen 2010). However, the algorithm
in Li and Perona (2005) is dependent on supervised learning,
which requires the manual labeling of documents. The algo-
rithm in Niebles et al. (2008) carried out document clustering
with a known number of clusters. The sequential correla-
tions between words were not directly modeled. Sivic et al.
(2005) set up an unsupervised learning framework for doc-
ument modeling. However, they assumed that a document
contains only one major topic. As a result, their method is
unable to handle the case in which one document contains
multi-topics. Wang and Grimson (2007) proposed a spatial
latent Dirichlet allocation, where the spatial structure among
visual words was encoded. However, the number of topics
needs to be specified in advance. Teh et al. (2006) proposed
a hierarchical Dirichlet process (HDP) model which adap-
tively identifies the number of topics. The topics among dif-
ferent documents are shared in the HDP. Wang et al. (2006)
and Li et al. (2007) proposed their own HDP-based hierar-
chical Bayesian models for object categorization and pic-
ture collection, respectively. Wang et al. (2007) proposed
an improved HDP for handling activities and interactions
in complicated scenes. Kuettel et al. (2010) proposed the
Dependent Dirichlet Process-Hidden Markov Model (DDP-
HMM) to jointly learn co-occurring activities in the scene
and their time dependencies. The HMMs in the DDP-HMM
were used to model time dependency between documents.
The document clusters and sequential correlations between
words were not modeled.

In summary, the above HDP-based Bayesian models are
unable to capture the temporal correlations between the
words in documents and simultaneously model document
clusters for time series data in an unsupervised way.

3 Trajectory Representation

In order to characterize time-varying information on a trajec-
tory, we segment the trajectory into several sub-trajectories.
We construct a codebook to index sub-trajectories by clus-

tering the feature vectors of the sub-trajectories in the cor-
pus. Each sub-trajectory is labeled by a visual word which is
stored in the codebook. Then, each trajectory is represented
as a sequence of visual words. We rename a trajectory col-
lection as a corpus, and a trajectory as a document. After
the trajectory pre-processing, multinomial distributions are
assumed for the sub-trajectories, and then word-document
style analysis can be carried out on the visual word sequences.

3.1 Trajectory Segmentation

A general approach (Bashir et al. 2007) for trajectory seg-
mentation is based on the variations in trajectory curvature.
However, the curvature-based method is sensitive to noise.
Sun et al. (2005) proposed a spectral clustering-based method
for trajectory segmentation. The position coordinates and the
frame number of each point in a trajectory were used as
features input to the clustering-based method. Consecutive
points which are close together or points in sections where
there is a large turn are likely to be assigned to the same clus-
ter. For example, in a traffic scene, the points in the vehicle
trajectory sections which are associated with vehicle turn-
ing are likely to be assigned into the same cluster to form
a semantically meaningful section. The consecutive points
in a cluster form a trajectory segment, i.e. a sub-trajectory.
This method needs specification in advance of the number of
segments because K-means clustering is used in the last step
of the spectral clustering. In order to avoid this specification,
we propose an improved spectral clustering method which
replaces the K-means clustering with a non-parametric adap-
tive mean-shift clustering algorithm (Georgescu et al. 2003).
As a result, the improved spectral clustering is capable of
automatically identifying the number of sub-trajectories in
a trajectory. Figure 2 shows an example of trajectory seg-
mentation using the improved spectral clustering. The jagged
trajectory shown in (a) is segmented into 8 sub-trajectories
shown in (b), where different sub-trajectories are represented
using different colors.

3.2 Feature Vector Sequence

After the trajectory segmentation, a feature vector is extracted
for each sub-trajectory in the corpus. According to Naftel
and Khalid (2006), the DFT-coefficient feature vector for a
trajectory is more robust than the original point-based fea-
ture vector and the polynomial-based feature vector. Accord-
ing to Zhang et al. (2006), the PCA features, which are
obtained by carrying out PCA on the coordinates of sequen-
tial points in trajectories, are suitable to trajectories with sim-
ple shapes. The segmented sub-trajectories usually have sim-
ple shapes. So, for each sub-trajectory in the corpus, we link
the DFT-coefficients (Naftel and Khalid 2006) and the PCA
features (Bashir et al. 2007) on the velocity sequence of the
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Fig. 2 An example of
trajectory segmentation using
the improved spectral
clustering-based method: (a) A
jagged trajectory; (b) The
segmentation result with 8
sub-trajectories

sub-trajectory to produce an E-dimensional feature vector so.
Then, a trajectory is represented by a feature vector sequence
SO = {so1, so2, . . . , soT } where soi (1 ≤ i ≤ T ) corre-
sponds to the i-th sub-trajectory’s feature vector and T is
the number of sub-trajectories in the trajectory.

3.3 Visual Word Sequence

In order that document-word style analysis techniques can
be applied to trajectory clustering and modeling, we pro-
pose a method for constructing a codebook to index the sub-
trajectories in the corpus. The vector quantization technique
(Linde et al. 1980) is applied to cluster the sub-trajectories
in the corpus and then to produce R subspaces in the E-
dimensional feature vector space, in which the soi take val-
ues. Each subspace is indexed by an E-dimensional repre-
sentative vector, called a code word, bi (1 ≤ i ≤ R), i.e.
each sub-trajectory cluster is labeled as a visual word. As
a result, any E-dimensional feature vector can be mapped,
using the vector quantization, into its corresponding sub-
space. In this way, we construct an R-level E-dimensional
codebook B = {bi }R

i=1 which corresponds to a word vocab-
ulary υ. Consequently, a trajectory, which in this context
is considered to be a document, is represented as a visual
word sequence, i.e. SOb → bI1 , bI2 , ..., bIi , ..., bIT , where
Ii ∈ {1, 2, ..., R} is an indicator variable which assigns the
i-th feature vector, soi , to the corresponding word. Then,
SOb is used as a document sample for the learning of the
iHDP-HMM.

4 Hierarchical Dirichlet Process

We briefly introduce the following document-word analysis
techniques which are closely related to our work: the Dirich-
let process model (DPM), the hierarchical Dirichlet process
model (HDP), the improved HDP model (iHDP), and the
hierarchical Dirichlet process-hidden Markov model (HDP-
HMM).

4.1 Dirichlet Process

Let Dir(.) denote the Dirichlet distribution. Let A be a proba-
bility distribution space, and A1:K be K disjoint subsets of A.
If a distribution G for a random variable η which takes values
in A obeys the Dirichlet process (Ferguson 1973) which is
parameterized by a scaling parameter α and a base distribu-
tion G0 on A, then the following relation holds:

(G(η ∈ A1), G(η ∈ A2), ..., G(η ∈ AK ))

∼ Dir(αG0(A1), αG0(A2), ..., αG0(AK )). (1)

Let G ∼ ℘(α, G0) denote that G is sampled from the Dirich-
let process (Ferguson 1973; Blackwell and Macqueen 1973;
Maceachern and Muller 1998; Blei and Jordan 2004; Zhu et
al. 2005; Neal 2000; Zhang et al. 2006). Typically, G is con-
structed using the stick-breaking process (Teh et al. 2006).

4.1.1 Stick-Breaking

Let {π ′
k}∞k=1 and {φk}∞k=1 be two infinite collections of vari-

ables, where the elements in one collection are independent
of the elements in the other collection. They are generated
by:

π ′
k |α, G0 ∼ Beta(1, α) (2)

φk |α, G0 ∼ G0. (3)

An infinite collection {πk}∞k=1 of variables is generated by:

πk = π ′
k

k−1
�

l=1
(1 − π ′

l ) (4)

where πk corresponds to the prior probability of cluster φk

in real applications. The stick-breaking representation of G
is constructed by:

G =
∞∑

k=1

πkδφk (5)
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Fig. 3 The graphical model for
the DPM 0G

G

iθ

ix

α

N

where δφk is the Dirac delta function with support point at
φk :

δφk =
{

1 if φ = φk

0 otherwise
. (6)

4.1.2 DPM

Let π be the weight set {πk}∞k=1 satisfying

∞∑

k=1

πk = 1. (7)

Let π ∼ G E M(α) denote that a random probability measure
π is constructed using (2) and (4). If G is used as a prior on the
parameters of a mixture model, then this mixture model is the
Dirichlet process mixture model (DPM). In the applications
of the DPM model to clustering, each point θ of A specifies
a distribution that models the observations in a single cluster.
Figure 3 is the graphical model which shows the generative
process of the DPM. In the figure, xi is the i-th observation
and there are N observations. The state variable θi which
corresponds to xi is sampled using G. The values of the state
variables {θi }N

i=1 are used to cluster the observations {xi }N
i=1:

any two observations xi and x j associated with the same state
variable value, i.e. θi = θ j , are assigned to the same cluster,
and the xi and x j associated with different values are assigned
to different clusters. In the view of the generative process of
the DPM, the observations {xi }N

i=1 are generated from the
states {θi }N

i=1 which are sampled from the Dirichlet process.
The process of learning is to determine the state values given
the observations using a strategy such as Gibbs sampling.

The DPM can model words by treating the words as obser-
vations and the topics as states. However, it cannot model
documents which consist of words.

4.2 HDP

In order to model documents, the hierarchical Dirichlet
process (HDP) (Teh et al. 2006), a nonparametric hierarchi-
cal Bayesian model, extends the prior knowledge to the DPM
and adds to the graphical model a layer, which is used to char-

Fig. 4 The graphical model for
the HDP

0G

d
jG

jiθ

jix

H

α

γ

jN

M

acterize each document by a mixture model. The graphical
model for the HDP is shown in Fig. 4. The HDP is capable
of automatically determining the number of topics in docu-
ments and sharing the topics among documents. The gener-
ative process of the HDP is outlined as follows:

Step 1: A random prior distribution G0 for a topic is sam-
pled from a Dirichlet process parameterized by a concen-
tration parameter γ and a base distribution H :

G0|γ, H ∼ ℘(γ, H). (8)

G0 is constructed by the stick-breaking process, i.e.

G0 =
∞∑

k=1

πkδφk (9)

where {πk}∞k=1 ∼ G E M(γ ).
Step 2: A random prior probability distribution Gd

j for
topics in a document j (1 ≤ j ≤ M), where M is the
number of documents in the corpus, is sampled from a
Dirichlet process which has a concentration parameter α

and a base distribution G0:

Gd
j |α, G0 ∼ ℘(α, G0) (10)

In this case, Gd
j supplies the prior of all the words in

document j . Each Gd
j has support at the same points

{φk}∞k=1 as G0. Then, all the documents share the same
topics. Thus, Gd

j is written as:

Gd
j =

∞∑

k=1

π jkδφk . (11)
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Fig. 5 The graphical model for the iHDP

Step 3: A topic θ j i for each word i in document j (1 ≤ i ≤
N j ), where N j is the number of the words in document
j , is sampled from Gd

j , where θ j i ∈ {φk}∞k=1.
Step 4: Each word i in document j, x ji , is sampled from
a distribution F(x ji |θ j i ) which is determined by θ j i .

The second step in the generative process of the HDP car-
ries out the document modeling, and distinguishes the HDP
from the DPM. The Gibbs sampling is used to make infer-
ences for the HDP. The limitation of the HDP is that it is only
able to model the labeled documents: it is unable to cluster
documents.

4.3 Improved HDP

Wang et al. (2007) proposed an improved version of the
HDP-based Bayesian model (referred as iHDP) to model doc-
ument clusters by adding a Dirichlet process into the graph-
ical model while keeping all the functions of the HDP. The
graphical model for the iHDP is shown in Fig. 5. In the iHDP
mixture model, clusters of documents are modeled and each
cluster c has a random probability distribution Gc. The Gc

are sampled from the Dirichlet process ℘(ρ, G0). For each
document j , a cluster label c j is sampled from a discrete
distribution p(c j |η). Then, document j selects Gc j as the
base distribution and samples its own Gd

j from the Dirichlet
process ℘(α, Gc j ). The generative process of the iHDP is
outlined as follows:

Fig. 6 The graphical model for the HDP-HMM

Step 1: A random prior distribution G0 for topics is sam-
pled from a Dirichlet process parameterized by a concen-
tration parameter γ and a base distribution H .
Step 2: A random prior distribution Gc for topics in each
document cluster c is sampled from the Dirichlet process
℘(ρ, G0).
Step 3: A cluster label c j for each document j (1 ≤ j ≤
M) is sampled from a prior distribution η(c j ) on the space
{1, 2, ..., C} of integers from 1 to C , where M is the
number of documents in the corpus and C is the number
of document clusters.
Step 4: A random distribution Gd

j for topics in document
j is sampled from a Dirichlet process ℘(α, Gc j ) which
has a concentration parameter α and chooses Gc j as the
base distribution.
Step 5: A topic θ j i for each word i in document j (1 ≤
i ≤ N j ), where N j is the number of the words in docu-
ment j , is sampled from Gd

j , where θ j i is one of {φk}∞k=1.
Step 6: Each word i in document j, x ji , is sampled from
a distribution F(x ji |θ j i ) which is determined by θ j i .

The second and third steps in the generative process of
the iHDP carry out the document cluster modeling, and dis-
tinguish the iHDP from the HDP. The Gibbs sampling is
used for the inference. The limitation in the iHDP is that the
sequential correlations between words in each document are
not modeled.

4.4 HDP-HMM

Teh et al. (2006) proposed a hierarchical Bayesian model,
the hierarchical Dirichlet process-hidden Markov model
(HDP-HMM), whose graphical model is shown in Fig. 6,
to model time series data. In the HDP-HMM, the set of
conditional finite mixture models underlying the classical
HMM is replaced with a hierarchical Dirichlet process mix-
ture model, where the sequential correlations between words
in documents are modeled using HMMs. Beal and Krish-
namurthy (2006) applied the HDP-HMM with a countably
infinite topic space to cluster time course data for gene
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Fig. 7 The stick-breaking interpretation of the HDP-HMM

expression. A sequence of observations is represented by
(y1, y2, ..., yT ) and their corresponding hidden topic indi-
cator variables are represented by (v1, v2, ..., vT ). The state
variables (v1, v2, . . . , vT ) are linked through a state transi-
tion matrix and each element yt in y1, y2, . . . , yT is sampled
independently of the other observations conditional on vt .
The current state vt indexes a specific row of the state tran-
sition matrix, and the probabilities in this row are used to
choose the next state vt+1. The observation yt+1 is sampled
from the mixture component of vt+1. A representation of the
HDP-HMM is described using the stick-breaking formalism
(Teh et al. 2006). The stick-breaking interpretation of the
HDP-HMM is shown in Fig. 7. The parameters in this rep-
resentation have the following distributions:

β|γ ∼ G E M(γ )

πk |α, β ∼ ℘(α, β)

φk |H ∼ H
. (12)

For each topic index k and each time step t , the state and
observation distributions are represented as:

vt |vt−1, {πk}∞k=1 ∼ πvt−1

yt |vt , {φk}∞k=1 ∼ F(yt |φvt )
. (13)

where πvt−1 is the row indexed by vt−1 in the state transition
matrix, and it is assumed that there is a distinguished ini-
tial state v0. Formulae (12) and (13) specify the generative
process of the HDP-HMM.

The HDP-HMM is a nonparametric hidden Markov model
which assumes a hierarchical Dirichlet prior on the number
of hidden topics. As a result, the HDP-HMM is capable of
determining the number of hidden topics. The infinite hidden
Markov model (Beal et al. 2002), based on the coupled urn
model, is equivalent to an HDP-HMM, and the HDP-HMM
outperforms the classical HMM for topic prediction (Teh et
al. 2006). The limitation of the HDP-HMM in Teh et al.
(2006) is that it is only able to model the labeled documents:
it is unable to cluster documents.

Fig. 8 The graphical model for the iHDP-HMM

5 Improved HDP-HMM

The iHDP (Wang et al. 2007) in Sect. 4.3 can learn top-
ics and cluster documents simultaneously, however temporal
constraints between words in documents are ignored. The
HDP-HMM (Teh et al. 2006) is able to capture temporal
constraints between words in each document; however, it
is unable to cluster documents directly. In order to explore
the temporal relations between words in each document and
model different document clusters, we propose a hierarchical
Bayesian model which is an improved version of the HDP-
HMM, referred as iHDP-HMM. It combines the advantages
and functions of the iHDP (Wang et al. 2007) and the HDP-
HMM (Teh et al. 2006). The iHDP-HMM is able to carry
out simultaneously the following four tasks: adaptive iden-
tification of the number of topics, capture of the temporal
correlations between words in each document, modeling of
document clusters, and adaptive determination of the number
of document clusters.

In the following, we describe, in succession, the generative
process of the proposed iHDP-HMM, learning of the iHDP-
HMM, determination of the number of document clusters,
and Bayesian inference for the iHDP-HMM.

5.1 Generative Process of iHDP-HMM

For each document cluster c, the iHDP-HMM learns a
topic transition matrix to capture the temporal correlation
between temporally adjacent words within documents in the
cluster c. The graphical model of the iHDP-HMM is shown
in Fig. 8. Let φk be the k-th topic generated by the iHDP-
HMM, and ϒ(φk) be the distribution parameters of φk . Let
v

j
t be the topic indicator variable which assigns the word y j

t

to the latent topic θ
j

t , i.e. θ
j

t = φ
v

j
t
. Let C be the number

of document clusters, and M be the number of documents
in the corpus. The generative process of the iHDP-HMM is
designed as follows:

123



Int J Comput Vis (2013) 105:246–268 255

Step 1: A random distribution G0 for topics is sampled
from a Dirichlet process ℘(γ, H). The sampling is car-
ried out using the stick-breaking process:

G0 =
∞∑

k=1

π0kδφk (14)

where {π0k}∞k=1 ∼ G E M(γ ). Each topic k is modeled
as a multinomial distribution (specified by ϒ(φk)) over
a word vocabulary υ, i.e. ϒ(φk) = {pi

k}S
i=1, where pi

k is
the probability of the i-th code word in υ for topic k, and
S is the size of υ. In addition, {ϒ(φk)}∞k=1 ∼ H , where
H is the Dirichlet distribution over {φk}∞k=1.
Step 2: A random probability distribution Gc for topics
in each document cluster c (c ∈ {1, 2, ..., C}) is sampled
from a Dirichlet process ℘(ρ, G0).
Step 3: A cluster label c j (c j ∈ {1, 2, ..., C}) for
each document j is sampled from a discrete distri-
bution Q(c j ) which obeys the Dirichlet distribution
Dir(ξ/C, . . . , ξ/C) where ξ/C is the concentration
parameter. Then, Gc j serves as the prior distribution for
topics in document cluster c j .
Step 4: For each topic m in document j , a random proba-
bility distribution Gm

c j
is sampled from a Dirichlet process

℘(α, Gc j ) which uses Gc j as the base distribution, such
that Gm

c j
represents the probabilities of transition from

the m-th topic to other topics.
Step 5: Given the topic variable θ

j
t−1 in document j at the

previous time t-1 (the “time” corresponds to the position
of a word in a document) and the topic transition prior
{Gm

c j
}∞m=1, the topic variable θ

j
t at the current time t is

sampled from G
v

j
t−1

c j , where v
j
t−1 is the topic indicator

variable corresponding to θ
j

t−1, i.e. θ
j

t−1 = φ
v

j
t−1

. The

initial topic variable in a document j is assumed to be
θ

j
0 = φ

v
j
0

(Teh et al. 2006).

Step 6: Given the topic variable θ
j

t at the current time t ,
the word y j

t is sampled from a multinomial distribution
F(y j

t |φ
v

j
t
) which is specified by φ

v
j
t
.

The stick-breaking interpretation of the iHDP-HMM is
shown in Fig. 9, where W0, Wc, Wc j , and W m

c j
in the figure

are the stick-breaking style representation of G0, Gc, Gc j ,
and Gm

c j
(see more details in Sect. 5.2.1). To make the subse-

quent learning of the iHDP-HMM more efficient, we employ
the stick-breaking process shown in Fig. 9 to construct the
iHDP-HMM. The model parameters have the following dis-
tributions:

Fig. 9 The stick-breaking interpretation of the iHDP-HMM

W0|γ ∼ G E M(γ )

Wc|ρ, W0 ∼ ℘(ρ, W0)

Q|ξ ∼ Dir(ξ/C, . . . , ξ/C), c j |Q ∼ Q
W m

c j
|α, Wc j ∼ ℘(α, Wc j )

φk |H ∼ H

. (15)

For each time step t , the state and observation distributions
are represented as:

v
j
t |v j

t−1, {W m
c j

}∞m=1 ∼ W
v

j
t−1

c j

y j
t |v j

t , {φk}∞k=1 ∼ F(y j
t |φ

v
j
t
)
. (16)

5.2 Learning of iHDP-HMM

The learning process of the iHDP-HMM is the reverse of its
generative process. The learning process is, given the obser-
vations, to determine the following three kinds of hidden
variables using the Gibbs sampling:

• the topic prior distribution G0, the topic prior distribution
{Gc} for each document cluster c, the topic transition
distribution {Gm

c }, and the topic indicator variables {v j
t }

which assign words to topics;
• the discrete prior distribution Q of the cluster label for

each document;
• the cluster label variable c j for each document j .

The first kind of hidden variables can be sampled using the
schemes in Teh et al. (2006). Sampling c j and Q is a key
issue that we need to solve.

5.2.1 Sampling G0, Gc, Gm
c , and {v j

t }

Suppose that K topics, {φk}K
k=1, have been generated, and

the words in the corpus have been assigned to these top-
ics. The value of K varies adaptively during the sampling
process. Let (π0,1, π0,2, ..., π0,K ), (πc,1, πc,2, ...πc,K ), and
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(ωm
c,1, ω

m
c,2, ..., ω

m
c,K ) be the prior probabilities correspond-

ing to {φk}K
k=1 for G0, Gc, and Gm

c respectively. Let
π0,u, πc,u and ωm

c,u be the prior probabilities correspond-
ing to a new topic for G0, Gc, and Gm

c respectively.
Let G0,u, Gc,u , and Gm

c,u be the distributions for a new
topic, where G0,u is sampled from the Dirichlet process
℘(γ, H), Gc,u is distributed depending on G0,u , and Gm

c,u is
distributed depending on G0,u (Teh et al. 2006). We represent
G0, Gc, and Gm

c as follows:

G0 =
K∑

k=1

π0,kδφk + π0,uG0,u (17)

Gc =
K∑

k=1

πc,kδφk + πc,uGc,u (18)

Gm
c =

K∑

k=1

ωm
c,kδφk + ωm

c,uGm
c,u (19)

where m ∈ {1, 2, ..., K } and c ∈ {1, 2, ..., C}.
Given the cluster label variables {c j }, the following topic

mixture variables W0 = (π0,1, π0,2, ...π0,K , π0,u), Wc =
(πc,1, πc,2, ...πc,K , πc,u), W m

c =(ωm
c,1, ω

m
c,2, ..., ω

m
c,K , ωm

c,u),

and {v j
t } are sampled using the variables’ probability dis-

tributions which are described in Teh et al. (2006) (Please
refer to Teh et al. 2006 for details). Since H is conjugate
to F in the iHDP-HMM, G0,u, Gc,u, Gm

c,u , and {φk}K
k=1 can

be integrated out (the integration process can be found in Teh
et al. 2006). As a result, it is not necessary to sample them.

5.2.2 Sampling Q

Let p(c j = c) = Qc, c = 1, . . . , C . The prior distribution
of Q = (Q1, . . . , QC ) obeys the Dirichlet distribution, i.e.
Q|ξ ∼ Dir(ξ/C, . . . , ξ/C), c j |Q ∼ Q, where ξ/C is the
concentration parameter. Let nc (c = 1, ..., C) be the number
of the samples in the c-th cluster. The following multinomial
distribution holds:

mult (n1, . . . , nC |Q1, . . . , QC ) =
(

N

n1n2 · · · nC

) C∏

c=1

Qnc
c

∝
C∏

c=1

Qnc
c (20)

where N is the sum of {nc}C
c=1 and

(
N

n1n2 · · · nC

)
= N!

n1!n2! . . . nC ! . (21)

The Dirichlet distribution is represented as:

Dir(Q|�1, . . . , �C ) = �(�0)

�(�1) · · · �(�C )

C∏

c=1

Q�c−1
c

∝
C∏

c=1

Q�c−1
c (22)

where�(·) is the Gamma function, {�c}C
c=1 are the parameters

of the Dirichlet distribution, and �0 is the sum of {�c}C
c=1. We

sample Q using the posterior distribution p(Q|ξ, {nc}C
c=1)

which is inferred, according to the Bayes’ rule and Eqs. (20)–
(22), as follows:

p(Q|ξ, {nc}C
c=1) ∝ p({nc}C

c=1|Q, ξ)p(Q|ξ)

= p({nc}C
c=1|Q)p(Q|ξ)

= mult ({nc}C
c=1|Q1, . . . , QC ) · Dir(Q|ξ/C, . . . , ξ/C)

∝ ∏C
c=1 Qnc

c · ∏C
c=1 Qξ/C−1

c

= ∏C
c=1 Qξ/C+nc−1

c

∝ Dir(Q|ξ/C + n1, . . . , ξ/C + nC )

(23)

where p({nc}C
c=1|Q, ξ) = p({nc}C

c=1|Q), according to
Fig. 9. So,

Q|ξ, {ni }C
i=1 ∼ Dir(ξ/C + n1, . . . , ξ/C + nC ). (24)

The formula (24) is used to sample Q.

5.2.3 Sampling c j

Let mult(.) denote the probability mass function of a multino-
mial distribution. Let {c j }M

j=1 be the cluster membership
indicator variables for all the M documents in the corpus.
Let {�e}C

e=1 denote {�1, �2, ..., �e, ..., �C } with �e =
{W m

e }K
m=1. Let y j

1:T denote the visual word sequence in doc-

ument j , and let v
j
1:T be the latent topic indicator variables

associated with y j
1:T i.e. φ

v
j
t

is the topic corresponding to y j
t .

In order to sample the cluster label variable c j for docu-
ment j , we need to estimate the posterior probability p(c j =
c|v j

1:T , W0, {Wd}C
d=1, Q, {�e}C

e=1). We mathematically for-
mulate this posterior probability as follows:

The conditional probability rule and the total probability
theorem yield the following equation:

p
(

c j = c|v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1

)

= p(c j = c, v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1)

p(v
j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1)

= p(c j = c, v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1)∑C

i=1 p(c j = i, v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1)

(25)

where i indexes a document cluster. According to the prob-
ability multiplication formula, the following equations are
obtained:
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p
(

c j = i, v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1

)

= p
(

c j = i)p(v
j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1|c j = i

)

= Qi p
(
v

j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1|c j = i

)

(26)

p
(
v

j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1|c j = i

)

= p
(
v

j
1:T |W0, {Wd}C

d=1, {�e}C
e=1, Q, c j = i

)

p
(

W0, {Wd}C
d=1, Q, {�e}C

e=1|c j = i
)

. (27)

According to Fig. 9,

p
(
v

j
1:T |W0, {Wd}C

d=1, Q, {�e}C
e=1, c j = i

)

= p
(
v

j
1:T |{�e}C

e=1, c j = i
)

= p
(
v

j
1:T |{W m

i }K
m=1

) (28)

where the condition c j = i is substituted into {�e}C
e=1. As

for any document, the model parameters W0, {Wd}C
d=1, Q,

{�e}C
e=1 are the same, the following equation holds:

p(W0, {Wd}C
d=1, Q, {�e}C

e=1|c j = i)

= p(W0, {Wd}C
d=1, Q, {�e}C

e=1) (29)

Substitution of (26)–(29) into (25) yields the following equa-
tion:

p(c j = c|v j
1:T , W0, {Wd }C

d=1, Q, {�e}C
e=1)

= Qc p(v
j
1:T |{W m

c }K
m=1)p(W0, {Wd }C

d=1, Q, {�e}C
e=1)

∑C
i=1 Qi p(v

j
1:T |{W m

i }K
m=1)p(W0, {Wd }C

d=1, Q, {�e}C
e=1)

= Qc p(v
j
1:T |{W m

c }K
m=1)

∑C
i=1 Qi p(v

j
1:T |{W m

i }K
m=1)

∝ Qc p(v
j
1:T |{W m

c }K
m=1)

(30)

where the denominator in (30) is for normalization. Accord-

ing to the definition of W m
c , p(v

j
t |v j

t−1, {W m
c }K

m=1) = ω
v

j
t−1

c,v j
t

,

where v
j
t , v

j
t−1 ∈ {1, 2, ..., K }. According to the first order

Markov property, the following equation is obtained:

p(v
j
1:T |{W m

c }K
m=1) = T

�
t=1

p(v
j
t |v j

t−1, {W m
c }K

m=1)

= T
�

t=1
ω

v
j
t−1

c,v j
t
. (31)

Formula (30) is transformed as:

p(c j = c|v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1) ∝ Qc

T
�

t=1
ω

v
j
t−1

c,v j
t
.

(32)

Let n j
r→s be the number of the pairs of the topic transi-

tion from topic r to topic s in document j , and let M j
m =

(n j
m→1, n j

m→2, ..., n j
m→K ) (1 ≤ m ≤ K ). The following for-

mula is obtained:

T
�

t=1
ω

v
j
t−1

c,v j
t

∝
K∏

r=1

K∏

s=1

(ωr
c,s)

n j
r→s ∝

K∏

m=1

mult (M j
m |W m

c ). (33)

Then, Formula (32) is transformed as:

p(c j = c|v j
1:T , W0, {Wd}C

d=1, Q, {�e}C
e=1)

∝ Qc

K∏

m=1

mult (M j
m |W m

c ). (34)

5.2.4 Gibbs Sampling Procedure

In the Gibbs sampling of the iHDP-HMM, the following three
steps are carried out iteratively:

Step 1: Given {c j }N
j=1, the parameters W0, {Wd}C

d=1,

{�e}C
e=1, and {v j

t } are sampled using the sampling
method (i.e. the direct assignment representation) for the
HDP-HMM in Teh et al. (2006).
Step 2: Given {c j }N

j=1, the parameter Q is sampled using
(24).
Step 3: Given W0, {Wd}C

d=1, {�e}C
e=1, Q, and {v j

t }, the
cluster labels {c j }N

j=1 are sampled using (34).

5.3 Determining the Number of Document Clusters

Referring to Fox et al. (2008), we determine an appropriate
number of document clusters in a simple way, based on a
method for choosing the number of hidden states of a HMM,
as described in Fox et al. (2008). The number of document
clusters is initially set to a value C which is larger than the
true number of clusters. After the learning is complete (i.e. the
Gibbs sampling procedure is complete), there are a number
of null clusters in which there is no document. These null
clusters are removed and the number of the remaining clusters
is just the determined number of clusters. If the initial value
of C is closer to the true number of clusters, the convergence
is more efficient. The theoretical basis for this method is
that Dir(ξ/C, . . . , ξ/C) is an approximation to G E MC (ξ)

(Please refer to Fox et al. 2008 for details).

5.4 Bayesian Inference for iHDP-HMM

Given the learnt iHDP-HMM, we carry out Bayesian infer-
ence for the following three tasks:

• evaluation of the likelihood of a document given a par-
ticular document cluster;

• estimation of the latent topic sequence of a document;
• prediction of the cluster membership of a document.
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5.4.1 Likelihood Evaluation

Given a document j which is composed of a word sequence
y j

1:T associated with the latent topic indicator variable

sequence v
j
1:T , we estimate the likelihood of the document j

given the parameters �c = {W m
c }K

m=1 for a document cluster

c. We first estimate the prior p(v
j
1:T |�c) which is then used to

estimate the likelihood p(y j
1:T |�c). According to Formulae

(31) and (33), p(v
j
1:T |�c) is given by:

p(v
j
1:T |�c)

=
T∏

t=1
p(v

j
t |v j

t−1, �c)

= T
�

t=1
p

(
v

j
t |v j

t−1, {W m
c }K

m=1

)

∝ K
�

m=1
mult (M j

m |W m
c ).

(35)

After a sufficient number of steps of Gibbs sampling on
the prior p(v

j
1:T |�c), we obtain Z topic sequence particles

{v j (1)
1:T , v

j (2)
1:T , ..., v

j (Z)
1:T }.

The likelihood is expressed in the form:

p(y j
1:T |�c)

=
∫

p
(

y j
1:T |v j

1:T
)

p
(
v

j
1:T |�c

)
dv

j
1:T

. (36)

It can be assumed that the current observation is only depen-
dent on its own state but independent of the states of other
observations. Then, the following formula is obtained:

p(y j
1:T |v j

1:T ) =
T∏

t=1

p
(

y j
t |v j

t

)
. (37)

Equation (36) yields:

p(y j
1:T |�c)

=
∫ (

T∏

t=1

p(y j
t |v j

t )

)
p(v

j
1:T |�c)dv

j
1:T

= E
v

j
1:T |�c

(
T∏

t=1
p(y j

t |v j
t )

)

≈ 1
Z

∑Z
l=1

(
T∏

t=1
p

(
y j

t |v j (l)
t

))

(38)

where p(y j
t |v j (l)

t ) is approximated using the ratio of the num-
ber of the visual words equal to y j

t , to the total number of the
visual words assigned to the topic v

j (l)
t .

As the likelihood (Fox et al. 2008) includes a product of
several probabilities and the product may produce underflow,
in practice, the log-likelihood is usually used to transform the
product of the probability values to the sum of the logarithms
of the probability values

The likelihood for the iHDP-HMM can be used to detect
anomalous documents. Given a document j which is com-

posed of a word sequence y j
1:T , we estimate the likeli-

hood p(y j
1:T |�c) of the document j given the parameters

�c = {W m
c }K

m=1 for a document cluster c. We look for the
document cluster c∗ that has the maximum likelihood with
document j :

c∗ = arg max
c

p(y j
1:T |�c). (39)

If p(y j
1:T |�c∗) is less than a threshold �c∗ , the document j

is treated as anomalous. We use the probability p(yl |�c∗) of
each yl of the document samples in the cluster c∗ given �c∗ ,
to calculate the threshold value �c∗ . We take the minimum
of all p(yl |�c∗) as the threshold �c∗ :

�c∗ = min
l

p(yl |�c∗). (40)

In this way, each document cluster has a threshold. So we
acquire a threshold set: {�1,�2, ..., �C }.

5.4.2 Topic Estimation

To predict the topic sequence to which the visual word
sequence y j

1:T of a document j corresponds, we express the
posterior p(v1:T |y1:T , �c) as:

p
(
v

j
1:T |y j

1:T , �c

)
∝ p

(
y j

1:T |v j
1:T , �c

)
p

(
v

j
1:T |�c

)

= p
(

y j
1:T |v j

1:T
)

p
(
v

j
1:T |�c

)
(41)

where p(y j
1:T |v j

1:T , �c) = p(y j
1:T |v j

1:T ), according to Fig. 9.
Based on (35) and (37), (41) is further simplified as:

p(v
j
1:T |y j

1:T , �c) ∝
T∏

t=1

p

(
y j

t |v j
t )

K∏

m=1

mult (M j
m=1|W m

c

)
.

(42)

5.4.3 Cluster Membership Prediction

To predict the cluster membership of a document j , we esti-
mate the posterior p(c j = c|y j

1:T , {�e}C
e=1). Application of

Bayes’ rule yields:

p
(

c j = c|y j
1:T , {�e}C

e=1

)
∝ p(y j

1:T |{�e}C
e=1, c j = c)

P(c j = c|{�e}C
e=1) (43)

As for any document, the parameter values {�e}C
e=1 are the

same, P(c j = c|{�e}C
e=1) = P(c j = c). Then, (43) is trans-

formed to:

p(c j = c|y j
1:T , {�e}C

e=1) ∝ p(y j
1:T |�c)P(c j = c)

= p(y j
1:T |�c)Qc (44)

where p(y j
1:T |�c) is the likelihood.
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5.5 Comparison with DDP-HMM

We theoretically compare the iHDP-HMM with the DDP-
HMM in Kuettel et al. (2010). The main differences between
the iHDP-HMM and the DDP-HMM are as follows:

• In the DDP-HMM, the states in HMMs correspond to
documents and HMMs are used to model the temporal
correlations between documents. The sequential corre-
lations between words are not considered in the DDP-
HMM: a document is modeled as a bag of words. In the
iHDP-HMM, the states in HMMs correspond to words,
and the sequential correlations between words are mod-
eled using HMMs. Temporal correlations between doc-
uments are not considered in the iHDP-HMM, because
the iHDP-HMM is designed to cluster documents.

• In the DDP-HMM, the output word can be sampled from
any of the HMMs, i.e. the various words in a document
can be generated from different HMMs. Multiple tasks
can be carried out in parallel, making the observations
interleaved. However, the DDP-HMM cannot be used for
clustering documents since a document is generated by
multiple HMMs. The iHDP-HMM can cluster documents
as a document is generated from a single HMM.

• The topmost Dirichlet Process prior layer in the iHDP-
HMM is missing in the DDP-HMM. As a result, each
HMM in the DDP-HMM has its own state set, and the
topics are not shared among the HMMs. However, topics
can be shared in the iHDP-HMM.

If the choice of HMM at each time step in the DPP-HMM is
tied to an initial fixed choice, and the states now correspond to
words, instead of documents, a revised DDP-HMM (rDDP-
HMM) which can cluster documents is formed. The rDDP-
HMM can be applied to trajectory clustering.

6 Trajectory Retrieval

In retrieving desired trajectories, the trajectory corpus is
searched for the trajectories which are similar to the trajectory
given by the user. We propose an iHDP-HMM-based proba-
bilistic mechanism for trajectory retrieval. The probabilistic
trajectory retrieval mechanism includes two stages: offline
learning and online retrieval. In the offline learning stage, the
visual word sequences of the trajectory samples in a corpus
are used to learn the iHDP-HMM. Several trajectory clusters
are found. A trajectory index structure is constructed using
the found clusters: the parameters �c for each trajectory clus-
ter c are used to index the trajectory cluster c. In the online
retrieval stage, feature extraction and probabilistic model
matching are carried out. A query trajectory drawn by the
user is segmented into several sub-trajectories whose feature

vectors are extracted and transformed into the corresponding
visual words, to obtain a query word sequence. Probabilis-
tic model matching between the query word sequence and
the parameters �c for each trajectory cluster c is carried out
using (44). The retrieval results are ranked according to the
posteriors obtained from (44).

7 Experiments

In the experiments, the following two datasets were used to
evaluate the performance of our iHDP-HMM and trajectory
retrieval method: the synthetic benchmark trajectory dataset
(Hsieh et al. 2006; Dyana and Das 2007, 2010; Le et al. 2006,
2007; Dyana et al. 2009) and the traffic scene dataset. The
synthetic benchmark trajectory dataset contains 2500 trajec-
tories from 50 clusters, where each cluster consists of 50
trajectories with complex shapes. The traffic scene dataset is
composed of 1500 trajectories, which were obtained by track-
ing vehicles in a real traffic scene and then labeled manually
to produce 15 clusters.

The iHDP-HMM, as a nonparametric Bayesian model,
allows the automatic determination of model-related parame-
ters, such as the number of clusters and the number of hidden
states, using a data-driven approach. The concentration para-
metersγ, ρ, ξ , andα were sampled from a broad distribution
in the same way as in Teh et al. (2006). Namely, each of these
parameters was given a non-informative Gamma prior, and
then determined by Gibbs posterior sampling. Their sampled
values are mainly governed by statistical features of the data,
without any manual interference. Automatic determination
of the parameters makes the iHDP-HMM less sensitive to the
parameters. The dimension E of the DFT-coefficient vectors
for sub-trajectories was empirically set to 18. The number
of code words in the word vocabulary was set to 200. The
number Z of particles for likelihood estimation was set to
250.

To demonstrate the claimed contributions of the proposed
method, we first quantitatively evaluated the learning accu-
racy of our iHDP-HMM-based algorithm, and then evaluated
the retrieval accuracy of our trajectory retrieval method.

7.1 Learning Accuracy

We defined the clustering accuracy � of the iHDP-HMM
by assigning to each cluster the most prevalent label of its
members and measuring the accuracy of this assigned label
across all cluster members:

� = 1

D

D∑

i=1

di

Di
(45)
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where D is the number of learnt clusters, Di is the number of
the samples in the i-th learnt cluster, and di is the number of
the samples which have the most frequently occurring bench-
mark label in the i-th learnt cluster. Both the two benchmark
datasets were used to make a quantitative evaluation of the
iHDP-HMM.

7.1.1 Testing on the Synthetic Dataset

From the synthetic dataset, we randomly selected 30 sub-
sets where each subset contained 10 clusters. The number
of initial clusters for the iHDP-HMM was specified as 20.
We measured the average and the standard deviation of the
clustering accuracies for clustering the trajectories in each
subset.

We compared the clustering accuracy of the iHDP-HMM
with those of four classic unsupervised learning algorithms:
mean shift clustering (Comaniciu and Meer 2002), spec-
tral clustering, self-organizing mapping (Johnson and Hogg
1996), and K-means clustering, where spectral clustering and
K-means clustering use, respectively, the dynamic time warp-
ing (DTW) distance and the Euclidean distance (Morris and
Trivedi 2009; Keogh and Pazzani 2000) as the trajectory sim-
ilarity measure, and mean shift clustering and self-organizing
mapping use the DFT features and PCA features extracted
from the trajectories to measure trajectory similarities. The
clustering accuracy depends on the specified number of clus-
ters. In general, the closer the specified number of clusters
is to the ground truth number of clusters, the more accurate
the clustering results obtained by the clustering algorithms.
If different numbers of clusters are specified for different
clustering algorithms, then the algorithms, for which more
accurate numbers of clusters are specified, are able to obtain
more accurate results. So, we set the number of trajectory
clusters for the four competing algorithms to the same num-
ber found automatically by the iHDP-HMM.

The HDP-HMM (Teh et al. 2006), introduced in Sect. 4.4,
is extended to produce the iHDP-HMM by introducing the
mechanism in the iHDP described in Wang et al. (2007). The
limitation of the original HDP-HMM is that it is unable to
cluster documents. So, the HDP-HMM cannot be directly
compared experimentally with the iHDP-HMM given that
the main motivation of our work is to cluster and model tra-
jectories. Instead, we compared the iHDP-HMM with the
rDDP-HMM (described in Sect. 5.5) which is obtained by
modifying the DDP-HMM in Kuettel et al. (2010) in order
to allow document clustering.

The results for comparison with the above five competing
algorithms are shown in Table 2. The parameters of the com-
peting learning algorithms were chosen during the course of
the experiments to make the clustering results as accurate as
possible. It is seen that the iHDP-HMM obtains more accu-
rate results than the five competing algorithms. The reason

Table 2 Clustering accuracies tested on the synthetic dataset

Algorithms Clustering accuracy (%)

Mean shift clustering 92.1±1.92

Spectral clustering 92.9±1.83

Self-organizing mapping 90.8±1.95

K-means clustering 89.5±1.86

rDDP-HMM 91.3±1.87

iHDP-HMM 94.6±1.83

is that, compared with the four non-Dirichlet-Process-based
algorithms, the iHDP-HMM makes more effective use of the
sequential information on trajectories. Compared with the
rDDP-HMM, the iHDP-HMM is able to share topics between
clusters, with the result that many fewer topics are needed.

There are trajectories with complex shapes in the synthetic
dataset, as shown in Fig. 10. Although these trajectories are
complex, it is easy to distinguish them from one another and
to distinguish the complex trajectories from other less com-
plex trajectories. We examine trajectories that are difficult to
cluster. The competing methods make errors on these trajec-
tories. Most of these trajectories can be dealt with effectively
by our method. While our method makes errors on some
of these trajectories, it obtains more accurate results than
the competing methods. As the spectral clustering algorithm
obtains the most accurate results among all the competing
algorithms, only the results of the spectral clustering algo-
rithm are shown for these trajectories. Fig. 11 shows the tra-
jectories in a ground truth cluster that our method effectively
handles but the competing algorithms do not accurately han-
dle. All the trajectories in the cluster are assigned to one clus-
ter by our method. However, the competing algorithms do
not assign all the trajectories to a single cluster: for instance
the spectral clustering method assigns these trajectories to
three clusters and a trajectory belonging to another cluster
is included in one of these three clusters. Figure 12 shows
the results for the trajectories in two clusters in the synthetic
dataset. One cluster consists of reverse-“L” shaped trajecto-
ries and another consists of reverse-“C” shaped trajectories.
Both our method and the spectral clustering method assign
these reverse-“L” shaped and reverse-“C” shaped trajecto-
ries to two clusters, where (a) and (b) are the results of our
method, and (c) and (d) are the results of the spectral clus-
tering method. For both the algorithms, some reverse-“C”
shaped trajectories are included in the cluster of the reverse-
“L” shaped trajectories. However, the results of our method
are more accurate in that fewer reverse-“C” shaped trajecto-
ries are included in the cluster which consists of reverse-“L”
shaped trajectories.

As illustrated above, our method more accurately handles
the trajectories that are difficult to cluster, and then obtains
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Fig. 10 Examples of trajectories with complex shapes in the synthetic dataset
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Fig. 11 An trajectory cluster that our method effectively handles but
the competing algorithms do not accurately handle: (a) A trajectory
cluster which is effectively handled by our method; (b), (c), and (d)

The three clusters obtained by the spectral clustering algorithm where
the third cluster contains a trajectory whose label belongs to another
cluster
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Fig. 12 The results for the trajectories in two clusters in the synthetic dataset: (a) and (b) The two clusters obtained by our algorithm; (c) and (d)
The two clusters obtained by the spectral clustering

more accurate results than the competing algorithms. How-
ever, all the competing algorithms are based on the classic,
basic, and general clustering algorithms, and then these algo-
rithms are also suitable for clustering trajectories. The com-
peting algorithms can also correctly handle the trajectories
that are easy to cluster. As a result, the differences reflected
in the percentages in Table 2 are not very significant.

7.1.2 Testing on the Traffic Dataset

We also compared our iHDP-HMM-based trajectory cluster-
ing algorithm with the aforesaid five competing algorithms
on the traffic dataset. The number of initial clusters for the
iHDP-HMM was specified as 20. The clustering accuracy

Table 3 Clustering accuracies tested on the traffic dataset

Algorithms Clustering accuracy (%)

Mean shift clustering 93.3

Spectral clustering 93.5

Self-organizing mapping 90.7

K-means clustering 89.8

rDDP-HMM 91.6

iHDP-HMM 94.7

results are shown in Table 3. It is seen that our algorithm
obtains more accurate results than the five competing algo-
rithms.
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Fig. 13 Clustering error rates of the iHDP-HMM tested on the traffic
dataset

The clustering error rate in a cluster i is defined as (Di −
di )/Di , where the definitions of Di and di are the same as
in (45). Figure 13 shows the results of clustering error rates
of the iHDP-HMM tested on the traffic dataset, where the
horizontal coordinate is the cluster number and the vertical
coordinate is the clustering error rate for each cluster. The
clusters with higher error rates are the ones that are difficult to
distinguish, such as the clusters of trajectories from adjacent
lanes with the same direction. It is seen that, for the iHDP-
HMM, the average of the error rates for all the clusters is low:
quantitatively, the average clustering error rate of the iHDP-
HMM is 5.3 %. Therefore, the iHDP-HMM is an effective
algorithm for clustering trajectories.

There are trajectories that are difficult to handle in the traf-
fic dataset. Figure 14 shows the trajectories with the same

direction but in two different adjacent lanes in the traffic
scene. As shown in (a), the spectral clustering method assigns
the trajectories in the two lanes to one cluster. However, our
method assigns these trajectories to two clusters correspond-
ing to the two lanes, as shown in (b) and (c). Our method
much more accurately distinguishes these trajectories. Fig-
ure 15 shows an example in which trajectories belong to
similar motion patterns. From the bottom in the image cars
can make “U” turns with two motion patterns correspond-
ing to sharp “U” turns and blunt “U” turns into two different
lanes. As shown in (a), the spectral clustering does not distin-
guish trajectories corresponding to these two motion patterns.
However, our method for the most part assigns trajectories
belonging to the two motion patterns to two different clusters,
as shown in (b) and (c).

7.2 Topic-Based Trajectory Description

For illustrative purposes, the learned topics from the traffic
dataset were merged into 8 atomic activities according to the
8 main directions in which vehicles usually move, as shown
in Fig. 16, where (a) shows the 8 main activities, and (b)
exhibits the activity weights whose values are the sums of
the weights of the topics corresponding to each atomic activ-
ity in the whole corpus. We further compute the transition
matrices between the atomic activities to describe motion
patterns in trajectory clusters discovered by the iHDP-HMM,
where the transaction values are the sums of the transitions
between the topics belonging to the same atomic activity.
Fig. 17 shows the description of trajectory clusters on the
traffic scene dataset using the atomic activities, where (a)
shows 6 dominant trajectory clusters, (b) and (c) show matri-
ces and graphs of transition between the 8 atomic activities

Fig. 14 The results for the
trajectories with the same
direction but in two different
adjacent lanes in the traffic
dataset: (a) A cluster obtained
by the spectral clustering
method, containing trajectories
in two lanes; (b) and (c) Two
clusters obtained by our method
which disjoins the trajectories in
the two lanes

(a)            (b)      (c)

Fig. 15 The results for the
trajectories corresponding to
sharp “U” turns and blunt “U”
turns: (a) A cluster obtained by
the spectral clustering; (b) and
(c) Two clusters obtained by our
method

(a) (b) (c)
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Fig. 16 Atomic activities with
8 main directions: (a) Eight
main directions; (b) Atomic
activity weights in the whole
corpus
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for the 6 dominant trajectory clusters. All the activities rep-
resented by trajectories can be formed by combining these 8
atomic activities.

In fact, each atomic activity corresponds to a primitive
semantic unit. The 8 atomic activities corresponding to the 8
directions “A”, “B”, “C”, “D”, “E”, “F”, “G”, and “H” shown

in Fig. 16a are associated with 8 primitive semantic units
which can be assigned the word “moving” followed by one
of “left”, “lower left”, “down”, “lower right”, “right”, “top
right”, “up”, and “top left”. Each trajectory, which consists of
several learned topics, corresponds to an activity which con-
sists of several semantic units which form the basis for higher

Fig. 17 Description of
trajectory clusters on the traffic
scene dataset: (a) Six dominant
trajectory clusters discovered by
the iHDP-HMM; (b) Matrices
of transition between the atomic
activities; (c) Graphs of
transition between the atomic
activities
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Fig. 18 Recall-precision curves of our algorithm, the PCA-based algo-
rithm, and the algorithm based on string matching and polynomial fitting
tested on the synthetic dataset

level semantic meanings. For example, the trajectory pattern,
shown in the second to last row of Fig. 17, corresponds to
the activity of “turn-left”, and it consists of the primitive
semantic units “moving up” (direction “G”), “moving top
left” (direction “H”), and “moving left” (direction “A”). This
illustrates the ability of the iHDP-HMM to discover semantic
categories.

7.3 Applications of iHDP-HMM

The Bayesian inference in the iHDP-HMM was applied to
trajectory retrieval and anomalous trajectory detection.

7.3.1 Trajectory Retrieval

To evaluate the performance of the proposed trajectory
retrieval algorithm, we compared our trajectory retrieval

algorithm with two typical state-of-the-art trajectory retrieval
algorithms in the recent literature: the PCA-based algorithm
in Bashir et al. (2007) and the algorithm based on string
matching and polynomial fitting in Hsieh et al. (2006). The
recall rate and the precision rate were used to quantitatively
estimate the performance of these three trajectory-based
video retrieval algorithms. In the following, the retrieval
accuracies of trajectory retrieval algorithms were evaluated
first using the synthetic trajectory dataset, and then using the
traffic scene dataset.

The iHDP-HMMs were learned using the synthetic trajec-
tory dataset and trajectories were retrieved from the dataset
for each query trajectory. The retrieved samples were ranked
by their posterior probabilities. The samples most similar to
the query trajectory were chosen. The recall depends on the
number of the chosen samples. The higher the number of
the chosen samples, the higher the recall. Given a recall, the
number of the chosen samples can be determined, and then
the precision associated with this recall can be calculated. In
the experiments, five users were invited to draw 30 query tra-
jectories. When each query trajectory was drawn, 10 trajec-
tories were randomly selected from the dataset and shown to
the user for reference, and the user drew the query trajectory
independently. For the 30 different queries, we calculated
the average precision with a fixed recall. Figure 18 shows the
average recall-precision curves of our algorithm, the PCA-
based algorithm, and the algorithm based on string match-
ing and polynomial fitting, where each curve was obtained
by linking the points whose horizontal coordinates are the
recalls and vertical-coordinates are the precisions sorted in
the ascending order of the recalls. It is seen that the curve
of our algorithm is above the curves of the two competing
algorithms. It was calculated that the area underneath the
precision-recall curve of our algorithm is larger than those of
the two competing methods by more than 9.9 and 17.9 % for
the PCA and the string matching algorithms, respectively. It

Fig. 19 A retrieval example in which the query is a full trajectory: (a) the query trajectory; (b) The retrieved trajectory clusters ranked from left
to right; (c) Trajectory samples from the cluster indicated by the left sub-figure in (b)
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Fig. 20 A retrieval example in which the query is a partial trajectory: (a) the query trajectory; (b) Representatives of the retrieved trajectory clusters
ranked from left to right in the descending order of posterior probabilities of clusters; (c) Trajectory samples in the cluster indicated by the leftmost
element in (b)

is clear that our algorithm has higher retrieval accuracy than
the two competing algorithms.

Figure 19 illustrates a retrieval example in which the query
is a full trajectory, tested on the synthetic trajectory dataset.
In (a), a pentacle-like full trajectory was drawn manually as
a query. The matching results are shown in (b), where each
trajectory cluster is represented by a trajectory which has the
maximum likelihood given the cluster to which it belongs,
and twelve trajectory clusters were ranked from left to right
in the descending order of the probability of the cluster given
the query. In (c), the trajectory samples in the trajectory clus-
ter which has the maximum posterior probability given the
query trajectory, i.e. corresponds to the left sub-figure in (b),
are shown. It is seen that the matching trajectory patterns
in (b) are ranked by their similarities to the query trajectory
and the retrieved trajectories in (c) are similar to the query
trajectory.

Figure 20 illustrates a retrieval example in which the
query is a partial trajectory, tested on the synthetic trajectory
dataset. A manually drawn “α”-like partial trajectory shown
in (a) was input as a query. By matching using the posterior
probability, twelve candidate trajectory clusters shown in (b)
were retrieved and ranked from left to right in the descend-
ing order of posterior probabilities of clusters. The trajectory
samples from the cluster indicated by the first entry in (b)
are shown in (c). This example indicates that our trajectory
retrieval algorithm has the capability for partial trajectory
matching in response to a partial trajectory query. This is
because the iHDP-HMM effectively captures the local spa-
tiotemporal correlations between words within each docu-
ment.

We also compared the retrieval accuracy of our algorithm
with those of the PCA-based algorithm and the algorithm
based on string matching and polynomial fitting (Hsieh et
al. 2006; Bashir et al. 2007) using the traffic scene dataset.
The retrieval was carried out using the iHDP-HMMs learned
from the traffic scene dataset. The traffic scene was shown to

Fig. 21 Recall-precision curves of our algorithm, the PCA-based algo-
rithm, and the algorithm based on string matching and polynomial fitting
on the traffic scene dataset

5 users, and 30 query trajectories were drawn by them with
reference to the given scene. The average recall-precision
curves of our algorithm, the PCA-based algorithm, and the
algorithm based on string matching and polynomial fit-
ting are shown in Fig. 21. It is clear that the curve of
our algorithm is above the curves of the two competing
algorithms. It was calculated that the area underneath the
recall-precision curve for our algorithm is larger than those
of the PCA-based algorithm and the algorithm based on
string matching and polynomial fitting by more than 7.5 and
13.2 %, respectively. This indicates that our algorithm has
higher retrieval accuracy than the competing algorithms. The
iHDP-HMM has a lower retrieval complexity than the PCA-
based algorithm and the algorithm based on string match-
ing and polynomial fitting, because the iHDP-HMM works
hierarchically: identifies the matching cluster first and then
checks the trajectories in this cluster; but the two competing
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Fig. 22 Retrieval examples on the traffic scene dataset

Fig. 23 Examples of anomalous trajectory detection in the traffic scene

algorithms take an exhaustive search strategy for online
retrieval.

Figure 22 shows three retrieval examples, tested on the
traffic scene dataset. In (a), a trajectory drawn manually rep-
resents a user query to retrieve video clips containing vehicles
moving down and then turning right on the road. In (b), the
top four retrieved video clips which best match the query in
(a) are illustrated. In (c), a query for video clips containing
vehicles that make the “U” turn by moving up, turning left
and then moving down is given. The top four retrieved results
are shown in (d). In (e), a query for video clips containing
vehicles moving from left to right in the image and then turn-
ing left on the road was input. The top four retrieved results
are shown in (f). All the results shown in (b), (d), and (f) are
correct.

7.3.2 Anomalous Trajectory Detection

The method for detecting anomalous documents in Sect. 5.4.1
was applied to detect anomalous trajectories. As shown in
Fig. 23, three anomalous trajectories corresponding to seri-
ous traffic offences in the traffic scene are correctly detected.
We found that the rDDP-HMM can also correctly detect the
anomalous trajectories shown in Fig. 23.

8 Conclusion

In this paper, a new hierarchical Bayesian model, the iHDP-
HMM, has been developed to cluster documents and cap-
ture the temporal correlations of the words in each document

123



Int J Comput Vis (2013) 105:246–268 267

while identifying the number of topics and the number of
document clusters adaptively. Moreover, we have presented
a Bayesian inference mechanism for the iHDP-HMM to
carry out likelihood evaluation, topic estimation, and cluster
membership prediction. The iHDP-HMM has been applied
to cluster trajectories and discover visual topics in trajecto-
ries. We have established an iHDP-HMM-based probabilis-
tic trajectory retrieval mechanism. Experimental results have
demonstrated the superiority of the proposed trajectory clus-
tering algorithm and the proposed trajectory retrieval mech-
anism to the peer methods in the literature.
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