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Abstract—The ability of fast similarity search in a large-scale
dataset is of great importance to many multimedia applications.
Semantic hashing is a promising way to accelerate similarity
search, which designs compact binary codes for a large number
of images so that semantically similar images are mapped to
close codes. Retrieving similar neighbors is then simply accomplished by retrieving images that have codes within a small
Hamming distance of the code of the query. Among various
hashing approaches, spectral hashing (SH) has shown promising
performance by learning the binary codes with a spectral graph
partitioning method. However, the Euclidean distance is usually
used to construct the graph Laplacian in SH, which may not reflect
the inherent distribution of the data. Therefore, in this paper,
we propose a method to directly optimize the graph Laplacian.
The learned graph, which can better represent similarity between
samples, is then applied to SH for effective binary code learning.
Meanwhile, our approach, unlike metric learning, can automatically determine the scale factor during the optimization. Extensive
experiments are conducted on publicly available datasets and the
comparison results demonstrate the effectiveness of our approach.
Index Terms—Graph Laplacian, metric learning, similarity
search, spectral hashing.

I. INTRODUCTION

S

IMILARITY search (also known as nearest neighbor
search) is one of the most fundamental problems in information retrieval, database and machine learning research
communities. It is defined as the task of finding close samples
for a given query. It is of great importance to many multimedia
applications, such as content-based multimedia retrieval [21],
[24], classification [41], and annotation [25]–[27].
Recently, with the rapid evolution of the Internet and the
explosive growing of visual contents on the Web, large-scale
image search has attracted considerable attention. How to perform a fast similarity search at large scale has become an urgent
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research issue. Exhaustively comparing the query image with
each sample in the database is infeasible because the linear complexity is not scalable in practical situations. For example, the
photo sharing website Flickr has over 4 billion images. Another
visual content sharing website YouTube receives more than 20
h of uploaded videos per minute. Besides, most large-scale content-based image retrieval applications suffer from the curse of
dimensionality since visual descriptors usually have hundreds
or even thousands of dimensions. Therefore, beyond the infeasibility of exhaustive search, storage of the original data also
becomes a big problem.
Over the past decade, several approximate nearest neighbor
(ANN) search techniques have been developed for large scale
applications. Although there exit many tree-based methods
[2], [9], [35], for applications with memory constrains,
hashing-based ANN techniques have attracted more attention. Hashing-based methods are promising in accelerating
similarity search for their capability of generating compact
binary codes for a large number of images in the dataset so
that similar images will have close binary codes. Retrieving
similar neighbors is then accomplished simply by finding the
images that have codes within a small Hamming distance of
the code of the query. It is extremely fast to perform similarity
search over such binary codes [36], because 1) the encoded
data are highly compressed and thus can be loaded into the
main memory; 2) the hamming distance between two binary
codes can be computed efficiently by using bit XOR operation
and computing the number of set bits (an ordinary PC today
would be able to do millions of Hamming distance computation
in just a few milliseconds).
Many hashing algorithms have been developed in recent
years and the hashing methods can mainly be divided into
two categories: unsupervised methods (e.g., locality sensitive
hashing (LSH) [1], spectral hashing (SH) [46]) and supervised
methods (e.g., boosting similarity sensitive coding (BoostingSSC) [34], restricted Boltzmann machines (RBMs) [15]).
Such hashing-based methods for fast similarity search can be
considered as a means for embedding high dimensional feature
vectors to a low dimensional Hamming space, while retaining
as much as possible the semantic similarity structure of data.
Unsupervised methods use just the unlabeled data to generate
binary codes for given points, while supervised methods, which
incorporate the label information, are able to preserve the
semantic similarity and thus facilitate semantic retrieval and
classification.
Although these hashing methods have shown success in
large-scale image search, there is a problem that is seldom
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Fig. 1. Schematic illustration of the proposed semantically consistent graph learning approach for spectral hashing.

exploited. The existing hashing approaches are defined only
for the standard Euclidean distance. For example, in SH, Euclidean distance is used to measure the image similarity and
construct the graph Laplacian. However, the Euclidean distance
may not accurately reflect the true underlying relationships
between images and the best distance metric often should be
specialized for the task at hand [10], [48]. One approach to
addressing the problem is to learn a distance metric based on
certain supervision information and then apply it to different
hashing algorithms, such as the method in [16]. There already
exist many distance metric learning methods [12], [30], [45]
that can be adopted. But there are several weaknesses of such
approaches. First, the distance metric learning and hashing
can be regarded as two isolated steps in this approach, and the
objective optimized in distance metric learning may not be
appropriate for hashing. Second, for many hashing algorithms
that rely on similarity rather than distance, such as SH, it needs
a further step to convert distance to similarity and the involved
radius parameter is usually sensitive.
In order to overcome the above problems, we propose a novel
spectral hashing with semantically consistent graph approach
in this paper. It improves spectral hashing, a state-of-the-art
hashing algorithm that has shown superior performance than
many other methods, by optimizing the graph Laplacian that is
built based on the pairwise similarities of images in the hash
function learning process. The framework of our approach is illustrated in Fig. 1. First, the graph Laplacian is learned through
pairwise similarities based on image labels or tags. The optimized graph Laplacian, which can better represent the similarity
between images, is then incorporated into spectral hashing to
obtain better binary codes.
Our approach has the following advantages:

1) Our method is designed to directly optimize the graph
Laplacian in spectral hashing instead of firstly learning
a distance metric and then constructing graph Laplacian
based on it.
2) Most of the existing distance metric learning methods
also need to further convert the distance between samples into similarity via a radius parameter, whereas our
approach is able to learn the scale of the distance metric
automatically and does not need this parameter.
3) The method can be applied to not only the images with
single class labels but also multiple tags.
The rest of the paper is organized as follows. Section II reviews related work. Section III gives a brief introduction of the
conventional spectral hashing method. Section IV describes our
learning-based spectral hashing approach. In Section V, we introduce the experiments on two publicly available datasets. Finally, conclusions and feature work are given in Section VI.
II. RELATED WORK
A. Fast Similarity Search
Given a set of data points, the objective in nearest neighbor
search is to find a subset that is most similar to the query. Exhaustively comparing the query with each sample in the database is computationally infeasible because linear complexity is
not acceptable for large-scale database. To avoid excessive computational and memory costs, one would like to instead do an
ANN search with sublinear query complexity [33].
There has been extensive research on fast similarity search
due to its central importance in many applications. For a low-dimensional feature space, similarity search can be carried out
efficiently by some tree-based methods (e.g., KD-tree, M-tree,
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cover tree and metric tree). These methods usually partition the
data space recursively to implement an exact similarity search
in the low-dimension feature space. For example, the KD-tree
method pre-builds space-partitioning index structures, and the
R-tree method pre-defines data-partitioning index structures [6].
However, the tree-based methods can degenerate their complexity to a linear scan in the worst case while attempting to
speed up the computation of the similarity search. Moreover, in
terms of achieving exact results, the tree-based similarity search
methods do not perform better than the naive method, that is, a
linear scan of the entire dataset, when the number of dimensions
of the feature space is slightly high (e.g.,
) [44]. Thus, they
will encounter difficulties in practical applications where the
number of the dimensions can be hundreds or even thousands.
Nevertheless, if the complete exactness of results is not really
necessary, similarity search in a high-dimensional space can be
dramatically speeded up by using hashing-based methods which
are purposefully designed to approximately answer queries in
virtually constant time [36]. In addition, the storage is also substantially reduced as they usually store only compact binary
codes for each data point.
B. Hashing-Based Image Indexing
Many hashing algorithms have been developed in recent
years. One of the most popular methods is LSH [1]. Given
a similarity metric
in a feature space, the LSH algorithm
typically guarantees the probability for any two samples and
falling into the same bucket to be
, known as the
“locality sensitive” property. One popular method in LSH is
to generate a random vector from a particular probabilistic
distribution, e.g., -stable distribution [7] for -metric space.
However, since the random vector is data-independent, LSH
may lead to quite inefficient codes in practice [31], [46] as
it requires multiple tables with long codes [11]. In order to
overcome this problem, several recently proposed hashing
techniques attempt to apply machine learning approaches
rather than random projections to find good data-aware hash
functions. In [31], Salakhutdinov et al. show that stacked RBMs
[14], [15], is able to generate much more compact binary codes.
The RBMs model is trained with two stages: an unsupervised
pre-training stage and a supervised fine-tuning. The greedy
pre-training is progressively executed layer by layer from input
to output. After achieving the convergence of the parameters
of a layer via contrastive divergence, the derived activation
probabilities are fixed and treated as input to derive the training
of the next layer. In the fine-tuning stage, the labeled data are
used to help refine the trained network through back-propagation. Then, the network weights are refined to maximize
this objective function through gradient descent. RBM-based
binary encoding involves the estimation of a large number of
weights. For example, the RBMs architecture used in [38] has
four layers of hidden units, with sizes 512–512-256–32, which
requires a total of 663 552 weights to learn. This does not only
involve an extremely costly training procedure but also demand
sufficient training data for fine-tuning. Researchers have also
tried the boosting approach, such as the similarity sensitive
coding (SSC) algorithm [34]. They first train AdaBoost [32]
classifiers with similar pairs of data points as positive examples
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(and also non-similar pairs as negative examples in SSC), and
then take the output of all weak learners on a given data point
as its binary code. In [38], both RBMs and boosting SSC are
found to work significantly better than LSH when applied to
a database containing tens of millions of images. In [46], a
new technique called SH is proposed based on spectral graph
partitioning [5]. SH calculates the bits by thresholding a subset
of eigenvectors of the Laplacian of the similarity graph and it
has demonstrated significant improvements over many other
methods in terms of the number of bits required to find good
similar neighbors. As an extension of SH, self-taught hashing
(STH) is proposed in [49], which learns the hash functions
via SVM for the unseen data points. Liu et al. [23] propose
a scalable graph-based unsupervised hashing approach, in
which Anchor Graph is used to overcome the computationally
prohibitive step of building the graph Laplacian. A semi-supervised hashing (SSH) is proposed in [39], which learns hash
functions that minimize the error on the labeled training data
while maximally satisfying the desirable properties of hashing.
They then further introduce a method to sequentially learn the
hash functions [40]. Mu et al. [29] propose a hashing algorithm
named LAMP with kernel tricks and weak supervision, which
is formulated with a regularized maximum margin framework.
In [17], the authors use query-adaptive ranking to address the
issue that a large number of images sharing equal Hamming
distances to a query. Reconfigurable hashing is proposed in
[28], which constructs a large hash pool by one-off data indexing and then selects most effective hashing-bit combination
at runtime.
C. Distance Metric Learning
Although these hashing methods have shown success in
large-scale image search, there is a problem that is seldom
exploited. Many existing hashing approaches are usually defined only for the standard Euclidean distance. For example,
for the graph Laplacian construction in SH, Euclidean distance
is first computed and then converted to image similarity via a
Gaussian function. However, the Euclidean distance may not
accurately reflect the inherent distribution of the images. In fact,
many distance metric learning methods have been proposed in
recent years. Xing et al. [47] propose a global convex optimization approach that minimizes the distances of samples with
equivalence constrains while keeping samples with non-equivalence constrains separate. In the neighborhood components
analysis (NCA) approach proposed in [12], Goldberger et al.
directly optimize the soft leave-one-out cross validation error
of k-nearest neighbors to obtain a good metric. Weinberger et
al. come up with the large margin nearest neighbor algorithm
(LMNN) [45] to emphasize the local structure of data. But
most of the existing distance metric learning methods assume
that each training image is labeled by a single class label. In
real world tasks, the web images are usually associated with
multiple tags provided by users. Therefore, some multi-label
metric learning methods have also been proposed to address
this issue. In [18], Jin et al. propose an iterative algorithm for
multi-instance multi-label distance metric learning where each
image is represented by a bag of instances and is assigned to
multiple classes. Qi et al. propose a method to learn the distance
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functions over heterogeneous data structure with the interacting
image/tags relations from community-tagged images [30]. One
approach is to perform distance metric learning first and then
apply the metric to hashing, such as the methods in [16]. But as
introduced in Section I, this way is suboptimal as the objectives
of distance metric learning and hash function learning may not
be consistent. In our proposed approach, we optimize the graph
Laplacian that will be used in the spectral hashing. We will
demonstrate the superiority of the approach in Section V.
III. BRIEF INTRODUCTION OF SPECTRAL HASHING
As our approach is designed to directly optimize the graph
Laplacian in SH [46], we first give a brief introduction of the
conventional spectral hashing method. Spectral hashing is proposed to design compact binary codes for approximating nearest
neighbor search based on spectral graph partitioning [5]. Besides the common property of maintaining sample similarity in
the reduced hamming space, SH requires the codes to be balanced and uncorrelated. The SH codes satisfy the following
criteria:
(1)
s.t.

where
is the similarity between data
binary code corresponding to . Typically,

and ,
is the
is defined as
(2)

It can be derived that the above objective function equals to
minimizing the following matrix form as

balanced graph partition problem, which is NP hard. The combination of -bit balanced partition will be even harder because
of the pairwise independence constrains. After relaxing the discreteness condition, the above optimization can be solved using
spectral graph analysis.
The final SH algorithm consists of three key steps: 1) the extraction of the maximum variance directions through principal
component analysis (PCA) on the data; 2) direction selection,
which prefers to partition projected dimensions with large range
and small spatial frequency; and 3) partition of the projected
data by a sinusoidal function with previously computed angular
frequency.
IV. SPECTRAL HASHING WITH SEMANTICALLY
CONSISTENT GRAPH
Although SH has been shown to be effective in generating
compact binary codes, there is a problem that receives little attention and few efforts have been paid to exploit it. In SH, as
well as other hashing methods, the Euclidean distance is usually used to measure the distance between two samples, and then
the Euclidean distance is converted to similarity via a Gaussian
function to construct the graph Laplacian, such as (2). However,
the Euclidean distance may not accurately reflect the inherent
distribution of the images. In addition, when converting the distance to similarity, the radius parameter is sensitive and it is
often hard to tune it to its optimal value. In order to address
these problems, we present a new method that directly learns a
semantically consistent graph Laplacian for spectral hashing in
this work.
A. Graph Optimization in SH
Given an image dataset with samples
, is the corresponding -bit binary code vector for image
and
is an
matrix whose th row is
. As introduced in [46], SH
aims to generate a good code by minimizing the following term:
(5)

where is a diagonal matrix with its th element along the diagonal equals the sum of the th row of , i.e.,
.
As the definition in [5]

where is called the graph Laplacian.
As we can see from Section III, the graph Laplacian is constructed simply through the Euclidean distance via a Gaussian
function in SH. Considering the problems we have discussed
above, the graph Laplacian constructed in this way may not reflect the inherent image structure and therefore leads to ineffective codes sometimes. In order to overcome this problem, we
propose a new method to directly optimize the graph Laplacian
for spectral hashing.
We first define a transformation matrix , and the new similarity between and
can be calculated as

(4)

(6)

is called the graph Laplacian.
We can find that the above objective function is actually proportional to that of a well-known manifold learning algorithm,
Laplacian eigenmap (LE) [3], except that LE does not have the
constraint
. The direct solution for the above optimization is non-trivial since even a single bit
is a

From (6) we can see that the similarity computed in this way
does not have to tune the radius parameter, which is a problem
in the traditional Gaussian function.
Denote by
the label vector of the image , where
is the total number of different labels, and
if image
have the th label and
otherwise. Then, we can use the

(3)
s.t.
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image label smoothness over the graph to learn a better graph
Laplacian. The label smoothness assumption means that similar
images should have high probability to share the same labels,
and this leads to the minimization of the term as follows:
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Then, we can obtain the derivative of the objective function
with respect to A as

(12)
Finally, the updating rule for
(7)
. The above principle has been
where
widely explored in many different algorithms [3], [19], [50].
This means that we would like to enforce the constructed graph
to keep the smoothness of the labels and thus better hashing can
be learned with the graph.
To avoid overfitting, we add a regularizer such that the
learned graph Laplacian does not change too much from that
obtained using Euclidean distance. With the image similarity
computed in (6), we define a probability
as follows:
(8)

means the probability that image selects image
where
as its neighborhood. Denote by
the neighborhood of image
, which is obtained in the Euclidean space, we can preserve
the neighborhood structure of by maximizing
. We
then can get the final objective function

(9)
where
and
are the weighting parameters that modulate
the effect of the two regularized terms. We can see that the first
term is the label smoothness constrain on the graph Laplacian,
the second term forces the neighborhood structure of image
not to change too much from that in the Euclidean space, and
the third term controls the scale of to avoid a trivial solution.
B. Optimization by Gradient Descent
Gradient descent is used to solve the optimization problem in
and
with respect to the transfor(9). The derivative of
mation matrix can be derived as follows:
(10)

(11)

can be written as
(13)

is initialized as
, where
The transformation matrix
is the median of all pairwise Euclidean distances between samples. For faster convergence, we adopt an adaptive learning rate
for gradient descent. More specifically, if the current update reduces the objective function, we increase the learning rate by
a factor of 2; if it overshoots, we redo the update, decrease the
learning rate by half, and update again. An overall process of
spectral hashing with semantically consistent graph approach is
shown in Algorithm 1.
Algorithm 1: Spectral Hashing with Semantically Consistent
Graph.
1. Initialization
1.1. Initialize , ,
and set the maximum iteration
to T.
1.2. Construct the graph Laplacian
as (2) and (4).
2. Graph Optimization
2.1. Compute the derivative of the objective function
with respect to
as (12).
2.2. Update
and get the new
by (13).
2.3. If
, set
and
; otherwise,
.
3. Let
. If
, quit iteration and output and
; otherwise, go to step 2.
4. With the learned and in step 3, compute the binary
codes by solving the problem in (5).
Now we give a proof on the convergence of the gradient based
method. As the definition in (8),
is the probability that image
selects image as its neighborhood and
. Therefore, the second term in (9) is lower bounded by
, where
is the number of samples and
is the size of neighborhood
for each sample. Since both the first term and the third term in
(9) are lower bounded by 0, the final objective function is lower
bounded by
. Since each step in Algorithm 1 decreases
or maintains the objective, the convergence of the process is
guaranteed.
Note that the objective in (9) is non-convex with respect to
, so the solution is not globally optimal. But experiments will
demonstrate that our approach can still yield good performance.
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We will also explore solutions, such as simulated annealing, to
address the problem in our future work.
C. Out-of-Sample Extension
Mapping all the images in the given dataset to binary codes
does not completely solve the problem of semantic hashing, because we also need to know how to obtain the binary codes for
query images. This problem, called out-of-sample extension in
manifold learning, is often addressed using the Nyström method
[8]. However, calculating the Nyström extension of a new image
is computationally expensive as it needs an exhaustive similarity search over the dataset. In this work, we adopt the same
strategy used in SH, which handles the new samples based on an
assumption of data distribution. Although the assumption may
not hold, extensive experiments have demonstrated its effectiveness and efficiency on different real datasets [46].
The distribution of data is assumed to be multidimensional
uniform. Consider a dimension that has a uniform distribution
on
, the analytical solutions of the eigenfunctions
and eigenvalues
of the one-dimensional Laplacian are
(14)
(15)
We then generate a list of the eigenvalues of the -dimensional distribution by combining the eigenvalues obtained for
each dimension. We sort this list to find the smallest eigenvalues and based on their corresponding eigenfunctions, we obtain the hash functions.
By observing (2) and (6), we can see that our approach is
equivalent to spectral hashing with replace each sample
to
. Therefore, for out-of-sample extension, we can learn the
hash functions following the approach in [46], and we only need
to replace
with
. For a new sample , its hash code can
be obtained by performing the hash functions on
.
D. Analysis of Computational Cost
The computational cost of our graph Laplacian learning algorithm mainly comes from two parts. The first part is for graph
construction, i.e., connecting each sample with its nearest neighbors, and the cost is
, where is the number of samples
and is the dimension of features. The other part is the update
of in each iteration. The time complexity for computing the
derivatives in (10) and (11) are
and
, respectively.
Thus, the cost for learning scales as
, where is the size of neighborhood and is the number
of iterations in our algorithm. The computational cost for generating hash function scales as
. Therefore, the whole
“training” process of approach is
. But the training can be regarded as a
“one-time” cost. After obtaining the hash functions, the computational cost for generating the binary code of an image is
only
, where is the code length. There are also several
strategies that can further reduce the computational cost of the
training process, such as sparsifying the matrix
[13], [42].

Fig. 2. Some example images from the two datasets. (a) USPS. (b) NUSWIDE.

V. EXPERIMENTS
In this section, we evaluate the proposed approach on the
USPS digit and NUS-WIDE image datasets. We compare its
performance with three state-of-the-art binary coding methods,
namely LSH, RBMs, and SH, combined with different distance
metrics.
A. Datasets and Parameter Settings
The USPS handwritten digit database1 contains ten classes
(0–9 digit characters) and each class has 1100 images. Each
image is 16 16 in resolution, which results in a 256-D feature vector. In our experiments, we divide the total dataset into
two parts: a training part that contains 5000 images and a testing
part that contains 6000 images. The training part is used to learn
the graph Laplacian and train the model parameters in different
hashing methods. The testing part is used to evaluate the performance of different approaches through the nearest neighbor
retrieval based on the binary codes.
The NUS-WIDE [4] is a large-scale web image dataset that
contains about 270 000 images from Flickr. The most frequent
1000 tags are remained and each image is associated with a
1000-D tag vector, each element of which is 1(0) to indicate this
image contains (not contain) the tag. In addition, 81 concepts
are labeled for all the images as ground truth for evaluation.
In the experiment, we use five types of low-level features provided by the dataset: 64-D color histogram, 144-D color correlogram, 73-D edge direction histogram, 128-D wavelet texture,
and 225-D block-wise color moments. By concatenating them
together, we get a 634-D long vector for each image.
Fig. 2 illustrates several examples from the two datasets. The
weighting parameters and are tuned with cross-validation
among the candidates
. The neighborhood size of each image in the Euclidean space is empirically
set to 50. In the gradient descent algorithm, the step size is initialized to 0.1. The iteration time is set to 20.
B. Experiments on Digit Image Search
The 5000 images in the dataset are used for training and the
other 6000 images are used for testing. After all the images
are converted to binary codes, each image in the testing set is
then used as a query and its neighbors are obtained according
1http://www.cs.nyu.edu/~roweis/data.html
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Fig. 3. Precision of the first N neighbors searched by different algorithms with different numbers of bits. (a) N=50. (b) N=100. (c) N=150.

Fig. 4. Hamming ranking precision curves of different retrieved images. (a) 16-bits. (b) 24-bits. (c) 32-bits.

to the Hamming distance of binary codes. Precision is used to
evaluate the performance of different hashing methods with different distance measures. In this part, the following methods are
compared:
1) locality sensitive hashing with Euclidean distance (LSH);
2) restricted Boltzmann machines with Euclidean distance
(RBMs);
3) spectral hashing with Euclidean distance (SH);
4) locality sensitive hashing with the metric learned by the
large margin nearest neighbor algorithm in [45]2 (LSH +
LMNN);
5) spectral hashing with the metric learned by the large
margin nearest neighbor algorithm in [45] (SH + LMNN);
6) proposed approach.
For the parameters involved in the RBMs and SH, we tune
them by optimizing the precision of the 100 neighbors with
code length set to 32. For LMNN, the neighborhood size is set
to 3 and the weighting parameter in the regularization formulation is tuned by 5-fold cross-validation of 3-NN classification. Fig. 3 illustrates the results of different algorithms for the
nearest neighbor search. The code length ranges from 2 bits to
32 bits and the precision of the first 50, 100, 150 retrieved neighbors are reported, respectively. Among the compared methods,
we can see that our approach achieves the best results in nearly
all the cases. This demonstrates the effectiveness of the proposed approach for optimizing the graph Laplacian. By com2We download the code from http://www.cse.wustl.edu/~kilian/code/code.
html.

paring “SH+Euclidean” and our method, we can see that our
method has shown great improvements in almost cases, which
demonstrates that the graph Laplacin learned using our method
is better than that constructed with Euclidean distance. Although
the distance metric learned by LMNN leads to improvement in
“LSH+LMNN” in comparison with “LSH+Euclidean”, we do
not get promising results in “SH+LMNN”. The reason may be
that the distance metric learned by LMNN may be not appropriate for SH. Our approach can avoid the problem by directly
learning the graph Laplacian for SH, which makes the performance much better. There are some oscillations of the LSH and
RBMs methods in low bits. For LSH, the oscillations are mainly
caused by the random projections. For RBMs, it is based a network with several layers and involves a lot of parameters. It is
hard to tune all the parameters to their optimal values for all the
bits at the same time. Fig. 4 shows the precision curves with different retrieved images. From the figure we can also see that our
approach also consistently achieves the best performance. We
demonstrate a visual example of the similarity search in Fig. 5,
which shows the first 50 nearest neighbors returned by different
algorithms for a query image.
As our approach relies on accurate labels for graph Laplacian
learning, it is interesting to investigate how the performance will
degrade if there are noisy labels. Therefore, we conduct an experiment by randomly changing the labels of some images and
then test the performance of our method. Here we set the code
length to 32 bits, and the percentage of noisy labels varies from
1% to 20%. The performance curve of our method can be ob-
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Fig. 5. Visual example of the nearest neighbor search by different algorithms. (a) Our method. (b) SH. (c) LSH. (d) RBMs. (e) LSH+LMNN. (f) SH+LMNN (the
first 50 returned neighbors with 32 bits).

Fig. 6. Impact of noisy labels on our approach.

Fig. 8. Performance of our approach with respect to different scales of A.

Fig. 9. Impact of different weighting parameters.

Fig. 7. Performance of our approach with respect to different number of labeled
images.

served in Fig. 6. We also illustrate the performance curve of the
conventional SH method, which does not rely on image labels,
in the figure for comparison. We can see that noisy labels can
degrade the performance of our approach. But when the percentage of noisy labels is less than 10%, our approach keeps
outperforming the conventional SH method. In addition, we also
conduct an experiment to exploit how the performance of our

model changes as the number of labeled images varies in semantical graph learning. We set the labeled training images from 100
to 5000 and the performance curve of our method with 32 bits
can be observed in Fig. 7. We can see that our method performs
consistently better than SH. As the number of labeled training
images grows, the performance of model also improves gradually. Even if our model is trained only with 100 labeled images,
its performance is superior to that of SH.
We define a transformation matrix
in (6) to calculate
the similarity of different samples, which avoids the process
of tuning the sensitive parameter of traditional method in
(2). After
is determined by our learning process, it can be
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Fig. 10. Some examples of social image search results. (The top row are the query images and the rows below are the first three search results returned by different
approaches. Red rectangle denotes irrelevant images to the queries. Best viewed in color.)

TABLE I
SOCIAL IMAGE SEARCH PERFORMANCE OF DIFFERENT ALGORITHMS(50 BITS)

the other. The results are shown in Fig. 9, from which we can
see that good performance can be achieved when
and
are
around 0.5 and 0.05, respectively. Our algorithm is very consistent to and a little sensitive to , but fairly good performance
can be maintained when
and
vary in a wide range.
C. Experiments on Social Image Search

Fig. 11. Precision of image tagging by different hashing approaches with 50
bits.

regarded that the scale of
has also been determined.
Here we conduct an experiment by further changing the scale
of the learned with . Fig. 8 shows the performance curves
with respect to the variation of . The best performance is
achieved when
, which demonstrates that the scale of our
learned is appropriate.
We also carry out experiments to test the influence of different
weighting parameters ( and ) by changing one while fixing

In this subsection, we evaluate the performance of our approach for social image search on the NUS-WIDE dataset. Similar to the digit image search, 5000 images are randomly selected for graph Laplacian learning and all the images in the
dataset are then converted to binary codes by different hashing
approaches. 500 images are randomly chosen as queries from
the whole dataset and the other images are ranked by Hamming
distance to the query images. The first 10 returned images are
labeled as relevant or irrelevant to each query by human (there
are 3 labelers involved in the experiments and they label relevance according to the semantic relatedness of the returned
image and the query). NDCG score is computed to evaluate the
performance of different algorithms. The following methods are
compared in this part of our experiments:
1) locality sensitive hashing with Euclidean distance (LSH);
2) restricted Boltzmann machines with Euclidean distance
(RBMs);
3) spectral hashing with Euclidean distance (SH);
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Fig. 12. Some examples of image tagging results by different approaches. (The red words denote the incorrectly annotated tags. Best viewed in color.)

4) locality sensitive hashing with the metric learned by the
multi-label distance metric learning algorithm in [30]
(LSH + ML-DML);
5) spectral hashing with the metric learned by the multi-label
distance metric learning algorithm in [30] (SH +
ML-DML);
6) proposed approach.
Note that in the fourth and fifth methods, we have adopt a
multi-label distance metric learning algorithm, i.e., the method
in [30]. This is because the tags associated with social images are non-exclusive and most conventional distance metric
learning methods cannot be directly applied. The multi-label
distance metric learning method proposed in [30] is able to
handle the multi-label problem and learn a distance metric with
good performance.
Table I shows the NDCG performance at different depths of
the above methods for social image search with 50 bits code.
In the ranking process, if the hash codes of two images have
the same hamming distances with the query, their order is determined by the Euclidean distances of their feature vectors to
the feature vector of the query. We can see that our method get
the best results compared with the other approaches. Among all
the methods, our approach and SH perform relatively better than
other methods, and our approach get further improvement than
SH. It demonstrates that our learned graph Laplacian do help to
generate more effective binary codes for image search. We give
some examples of the social image search results in Fig. 10,
from which we can see that the results returned by our method
are more relevant to the queries.

D. Experiments on Search-Based Tagging
In the last part of our experiments, we evaluate the hashing
performance by conducting experiments on search-based tagging. Although many previous works have been proposed using
computer vision and machine learning techniques, image annotation is still far from practical for the rapid evolution of web
images. Recent efforts demonstrate that many problems can be
solved without the need of for sophisticated algorithms with the
overwhelming amount of data [37], [43]. When a large amount
of images associated with labels (such as user-provided tags)
are available, simple image indexing techniques can be used to
retrieval images that are similar to the query image and propagate their labels to the unlabeled query image.
For the NUS-WIDE dataset, we conduct the image auto-tagging experiments based on the hashing-based fast similarity
search methods. First, 5000 images randomly selected from
the training set are used to learn the graph Laplacian. Then,
the hash codes of the other images are generated by the out of
sample extension method. Finally, the first 8 nearest neighbors
from the training set are found for each test image according
to the Hamming distance and image tagging are carried out
base on the nearest neighbor method. Precision is also used to
evaluate the tagging performance. Similar to the experiments
on social image search, we also compare the six methods, i.e.,
LSH, RBMs, SH, LSH + ML-DML, SH + ML-DML, and the
proposed approach.
Fig. 11 shows the results of different algorithms for the
image tagging task based on nearest neighbor search. The code
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length used here is 50 bits. We can see that our method has
obtained the best results among all the approaches. We also
have an interesting observation that the supervised methods
(RBMs, LSH+ML-DML, and SH+ML-DML) do not get very
satisfactory results. This can be attributed to the fact that the
raw tags in this dataset are unbalanced, noisy and not exclusive.
Therefore, the learning in these supervised methods that are
based on the label information frequent encounter overfitting
problem or prone to fit several dominant tags. Between the
unsupervised methods, SH is a little better than LSH. Although
our method also uses the label smoothness to learn the graph
Laplacian, the other two regularizer terms in (9) can prevent the
overfitting problem effectively. Our method can better capture
the semantic information and get the best results. We also give
some examples of image tagging results in Fig. 12. The tags
marked in red are the incorrectly annotated tags.
VI. CONCLUSION
In this paper, we propose a novel spectral hashing with semantically consistent graph approach for image indexing. Different from spectral hashing which uses the Euclidean distance
to construct the graph Laplacian, our method aims to optimize
the graph Laplacian directly based on the pairwise similarities of
image labels/tags. In addition, spectral hashing relies similarity
rather than distance, so it needs a further step to convert distance
to similarity and the involved radius parameter is usually very
sensitive. Our approach is able to learn the scale of the distance
metric automatically during the optimization and does not need
this parameter. Besides, we also add the neighborhood information as a constrain in graph Laplacian learning, which can avoid
the overfitting problem effectively. The learned graph Laplacian
through our method can better capture the intrinsic structure of
images and thus generate more effective binary codes. Extensive experiments are conducted on publicly available datasets
for different tasks and the comparison results have shown the
superiority of our approach to many other methods. In future
work, we will exploit other ways to learn the graph Laplacian
and the sparsification of graph Laplacian will also be studied for
further performance improvement.
REFERENCES
[1] A. Andoni and P. Indyk, “Near-optimal hashing algorithms for approximate nearest neighbor in high dimensions,” in Proc. 47th Annu. IEEE
Symp. Foundations of Computer Science, 2006, pp. 459–468.
[2] S. Arya, D. M. Mount, N. S. Netanyahu, R. Silverman, and A. Y. Wu,
“An optimal algorithm for approximate nearest neighbor searching,” J.
ACM, vol. 45, no. 6, pp. 891–923, 1998.
[3] M. Belkin and P. Niyogi, “Laplacian eigenmaps for dimensionality reduction and data representation,” Neural Computat., vol. 15, no. 6, pp.
1373–1396, 2003.
[4] T. Chua, J. Tang, R. Hong, H. Li, Z. Luo, and Y. Zheng, “NUS-WIDE:
A real world web image database from National University of Singapore,” in Proc. ACM Int. Conf. Image and Video Retrieval, Greece, Jul.
8–10, 2009.
[5] F. R. K. Chung, “Spectral graph theory,” Amer. Math. Soc., 1997.
[6] T. H. Cormen, C. E. Leiserson, R. L. Rivest, and C. Stein, Introduction
to Algorithms, 2nd ed. Cambridge, MA: MIT Press and McGrawHill, 2001.
[7] M. Datar, N. Immorlica, P. Indyk, and V. Mirrokni, “Locality-sensitive
hashing scheme based on p-stable distributions,” in Proc. 20th Annu.
Symp. Computational Geometry, 2004, pp. 253–262.

151

[8] C. Fowlkes, S. Belongie, F. Chung, and J. Malik, “Spectral grouping
using the Nyström method,” IEEE Trans. Pattern Anal. Mach. Intell.,
vol. 26, no. 2, pp. 214–225, Feb. 2004.
[9] J. H. Friedman, J. L. Bentley, and R. A. Finkel, “An algorithm for
finding best matches in logarithmic expected time,” ACM Trans. Math.
Softw. (TOMS), vol. 3, no. 3, pp. 209–226, 1977.
[10] A. Frome, Y. Singer, F. Sha, and J. Malik, “Learning globally-consistent local distance functions for shape-based image retrieval and classification,” in Proc. 11th IEEE Int. Conf. Computer Vision, 2007, pp.
1–8.
[11] A. Gionis, P. Indyk, and R. Motwani, “Similarity search in high dimensions via hashing,” in Proc. 25th Int. Conf. Very Large Data Bases
(VLDB), 1999, pp. 518–529.
[12] J. Goldberger, S. Roweis, G. Hinton, and R. Salakhutdinov, “Neighborhood component analysis,” in Proc. Conf. Advances in Neural Information Processing Systems, 2005, pp. 1–8.
[13] J. He, M. Li, H. Zhang, H. Tong, and C. Zhang, “Generalized manifold
ranking-based image retrieval,” IEEE Trans. Image Process., vol. 15,
no. 10, pp. 3170–3177, Oct. 2006.
[14] G. Hinton, S. Osindero, and Y. W. Teh, “A fast learning algorithm for
deep belief nets,” Neural Computat., vol. 18, no. 7, pp. 1527–1554,
2006.
[15] G. Hinton and R. Salakhutdinov, “Reducing the dimensionality of data
with neural networks,” Science, vol. 313, no. 5786, pp. 504–507, 2006.
[16] P. Jain, B. Kulis, and K. Grauman, “Fast image search for learned metrics,” in Proc. IEEE Conf. Computer Vision and Pattern Recognition,
2008, pp. 1–8.
[17] Y. Jiang, J. Wang, and S. Chang, “Lost in binarization: Query-adaptive
ranking for similar image search with compact codes,” in Proc. 1st
ACM Int. Conf. Multimedia Retrieval, 2011.
[18] R. Jin, S. Wang, and Z. Zhou, “Learning a distance metric from multiinstance multi-label data,” in Proc. IEEE Conf. Computer Vision and
Pattern Recognition, 2009, pp. 896–902.
[19] T. Joachims, “Transductive learning via spectral graph partitioning,”
in Proc. 20th Int. Conf. Machine Learning, 2003, pp. 1–8.
[20] B. Kulis and K. Grauman, “Kernelized locality-sensitive hashing for
scalable image search,” in Proc. 12th IEEE Int. Conf. Computer Vision,
2009, pp. 2130–2137.
[21] M. S. Lew, N. Sebe, C. Djeraba, and R. Jain, “Content-based multimedia information retrieval: State of the art and challenges,” ACM
Trans. Multimedia Comput., Commun., Appl. (TOMCCAP), vol. 2, no.
1, pp. 1–19, 2006.
[22] T. Liu, C. Rosenberg, and H. A. Rowley, “Clustering billions of images
with large scale nearest neighbor search,” in Proc. 8th IEEE Workshop
Applications of Computer Vision, 2007.
[23] W. Liu, J. Wang, S. Kumar, and S. Chang, “Hashing with graphs,” in
Proc. 28th Int. Conf. Machine Learning, 2011.
[24] M. Wang, K. Yang, X. Hua, and H. Zhang, “Towards a relevant and
diverse search of social images,” IEEE Trans. Multimedia, vol. 12, no.
8, pp. 829–842, Dec. 2010.
[25] M. Wang, X. Hua, J. Tang, and R. Hong, “Beyond distance measurement: Constructing neighborhood similarity for video annotation,”
IEEE Trans. Multimedia, vol. 11, no. 3, pp. 465–476, Apr. 2009.
[26] M. Wang, X. Hua, R. Hong, J. Tang, G. Qi, and Y. Song, “Unified video
annotation via multi-graph learning,” IEEE Trans. Circuits Syst. Video
Technol., vol. 19, no. 5, pp. 733–746, May 2009.
[27] M. Wang, X. Hua, T. Mei, R. Hong, G. Qi, Y. Song, and L. Dai, “Semisupervised kernel density estimation for video annotation,” Comput.
Vis. Image Understand., vol. 113, no. 3, pp. 384–396, 2009.
[28] Y. Mu, X. Chen, T. Chua, and S. Yan, “Learning reconfigurable
hashing for diverse semantics,” in Proc. 1st ACM Int. Conf. Multimedia Retrieval, 2011.
[29] Y. Mu, J. Shen, and S. Yan, “Weakly-supervised hashing in kernel
space,” in Proc. IEEE Conf. Computer Vision and Pattern Recognition, 2010, pp. 3344–3351.
[30] G. Qi, X. Hua, and H. Zhang, “Learning semantic distance from community-tagged media collection,” in Proc. 17th ACM Int. Conf. Multimedia, 2009, pp. 243–252.
[31] R. Salakhutdinov and G. Hinton, “Semantic hashing,” Int. J. Approx.
Reason., vol. 50, no. 7, pp. 969–978, 2009.
[32] R. E. Schapire, “The boosting approach to machine learning: An
overview,” in Proc. MSRI Workshop Nonlinear Estimation and Classification, 2002.
[33] G. Shakhnarovich, T. Darrel, and P. Indyk, Nearest Neighbor Methods
in Learning and Vision: Theory and Practice (Neural Information Processing). Cambridge, MA: MIT Press, 2006.

152

IEEE TRANSACTIONS ON MULTIMEDIA, VOL. 15, NO. 1, JANUARY 2013

[34] G. Shakhnarovich, P. A. Viola, and T. Darrel, “Fast pose estimation
with parameter-sensitive hashing,” in Proc. 9th IEEE Int. Conf. Computer Vision, 2003, pp. 750–759.
[35] C. Silpa-Anan and R. Hartley, “Optimised KD-trees for fast image descriptor matching,” in Proc. IEEE Conf. Computer Vision and Pattern
Recognition, 2008, pp. 1–8.
[36] B. Stein, “Principles of hash-based text retrieval,” in Proc. 30th Annu.
Int. ACM SIGIR Conf. Research and Development in Information Retrieval, 2007, pp. 527–534.
[37] A. Torralba, R. Fergus, and W. Freeman, “80 million tiny images: A
large dataset for non-parametric object and scene recognition,” IEEE
Trans. Pattern Anal. Mach. Intell., vol. 30, no. 11, pp. 1958–1970, Nov.
2008.
[38] A. B. Torralba, R. Fergus, and Y. Weiss, “Small codes and large image
databases for recognition,” in Proc. IEEE Conf. Computer Vision and
Pattern Recognition, 2008, pp. 1–8.
[39] J. Wang, S. Kumar, and S. Chang, “Semi-supervised hashing for scalable image retrieval,” in Proc. IEEE Conf. Computer Vision and Pattern Recognition, 2010, pp. 3424–3431.
[40] J. Wang, S. Kumar, and S. Chang, “Sequential projection learning for
hashing with compact codes,” in Proc. Int. Conf. Machine Learning,
2010.
[41] S. Wang, Q. Huang, S. Jiang, and Q. Tian, “Nearest-neighbor classification using unlabeled data for real world image application,” in Proc.
ACM Int. Conf. Multimedia, 2010.
[42] F. Wang and C. Zhang, “Label propagation through linear neighborhoods,” IEEE Trans. Knowl. Data Eng., vol. 20, no. 1, pp. 55–67, Jan.
2008.
[43] X. Wang, L. Zhang, F. Jing, and W. Ma, “Annosearch: Image auto-annotation by search,” in Proc. IEEE Conf. Computer Vision and Pattern
Recognition, 2006, pp. 1483–1490.
[44] R. Weber, H.-J. Schek, and S. Blott, “A quantitative analysis and
performance study for similarity-search methods in high-dimensional
spaces,” in Proc. 24th Int. Conf. Very Large Data Bases (VLDB),
1998, pp. 194–205.
[45] K. Q. Weinberger, J. Blitzer, and L. K. Saul, “Distance metric learning
for large margin nearest neighbor classification,” in Proc. Conf. Advances in Neural Information Processing Systems, 2005, pp. 1–8.
[46] Y. Weiss, A. B. Torralba, and R. Fergus, “Spectral hashing,” in Proc.
Conf. Advances in Neural Information Processing Systems, 2008, pp.
1753–1760.
[47] E. P. Xing, A. Y. Ng, M. I. Jordan, and S. Russell, “Distance metric
learning, with application to clustering with side-information,” in Proc.
Conf. Advances in Neural Information Processing Systems, 2003, pp.
1–8.
[48] H. Zhang, A. Berg, M. Marie, and J. Malik, “SVM-KNN: Discriminative nearest neighbor classification for visual category recognition,” in
Proc. IEEE Conf. Computer Vision and Pattern Recognition, 2006, pp.
2126–2136.
[49] D. Zhang, J. Wang, D. Cai, and J. Lu, “Self-taught hashing for fast
similarity search,” in Proc. Conf. Advances in Neural Information Processing Systems, 2004, pp. 1–8.
[50] D. Zhou, O. Bousquet, T. Lal, J. Weston, and B. Scholkopf, “Learning
with local and global consistency,” in Proc. 33rd Int. ACM SIGIR Conf.
Research and Development in Information Retrieval, 2010, pp. 18–25.

Peng Li received the B.S. degree in automation from
Shandong University, Jinan, China, in 2008. He is
currently pursuing the Ph.D. degree at the National
Laboratory of Pattern Recognition, Institute of
Automation, Chinese Academy of Sciences, Beijing,
China.
His research interests include multimedia retrieval,
image and video analysis, and machine learning.

Meng Wang (M’09) received the B.E. degree and
Ph.D. degree in the Special Class for the Gifted
Young and the Department of Electronic Engineering
and Information Science from the University of
Science and Technology of China (USTC), Hefei,
China, respectively.
He is a Professor in the Hefei University of Technology, China. He previously worked as an associate
researcher at Microsoft Research Asia, Beijing,
China, and then a core member in a startup in Silicon
Valley. After that, he worked in the National University of Singapore as a senior research fellow. His current research interests
include multimedia content analysis, search, mining, recommendation, and
large-scale computing. He has authored more than 100 book chapters, journal,
and conference papers in these areas.
Prof. Wang received the best paper awards continuously in the 17th and 18th
ACM International Conference on Multimedia and the best paper award in the
16th International Multimedia Modeling Conference. He is a member of ACM.

Jian Cheng (M’06) received the B.S. and M.S.
degrees in mathematics from Wuhan University,
Wuhan, China, in 1998 and 2001, respectively,
and the Ph.D. degree in pattern recognition and
intelligent systems from the Institute of Automation,
Chinese Academy of Sciences, Beijing, in 2004.
He is currently an Associate Professor with the Institute of Automation, Chinese Academy of Sciences.
His research interests include image and video retrieval, machine learning, etc.

Changsheng Xu (M’97–SM’99) is a Professor
of Institute of Automation, Chinese Academy
of Sciences, Beijing, and Executive Director of
China-Singapore Institute of Digital Media. He was
with Institute for Infocomm Research, Singapore,
from 1998 to 2008. He was with the National Lab
of Pattern Recognition, Institute of Automation,
Chinese Academy of Sciences from 1996 to 1998.
His research interests include multimedia content
analysis, indexing and retrieval, digital watermarking, computer vision, and pattern recognition.
He published over 170 papers in those areas.
Dr. Xu is an Associate Editor of ACM/Springer Multimedia Systems Journal.
He served as Program Co-Chair of 2009 ACM Multimedia Conference,
Short Paper Co-Chair of ACM Multimedia 2008, General Co-Chair of 2008
Pacific-Rim Conference on Multimedia and 2007 Asia-Pacific Workshop on
Visual Information Processing (VIP2007), Program Co-Chair of VIP2006,
Industry Track Chair and Area Chair of 2007 Intern Industry Track Chair, and
Area Chair of 2007 International Conference on Multimedia Modeling. He
also served as Technical Program Committee Member of major international
multimedia conferences, including ACM Multimedia Conference, International
Conference on Multimedia & Expo, Pacific-Rim Conference on Multimedia,
and International Conference on Multimedia Modeling. He received the 2008
Best Editorial Member Award of ACM/Springer Multimedia Systems Journal.
He is a member of ACM.

Hanqing Lu (M’05–SM’06) received the B.E. and
M.E. degrees from Harbin Institute of Technology,
Harbin, China, in 1982 and 1985, respectively, and
Ph.D. degree from Huazhong University of Sciences
and Technology, Wuhan, China in 1992.
Currently, he is a Professor at the National Laboratory of Pattern Recognition, Institute of Automation,
Chinese Academy of Sciences, Beijing. His research
interests include computer vision, object tracking,
recognition and image retrieval, etc. He has published more than 200 papers in those areas.

